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ABSTRACT

Nonstationary Nearest Neighbors Gaussian Process Models
by

Ahmad Ali Hanandeh

Modeling is an essential part of research and development in almost every
sphere of modern life. Computer models are frequently used to explore physical
systems, but can be computationally expensive to evaluate (take days, weeks, or
possibly months to run single simulation at one input value). In such settings, an
emulator is used as a surrogate. Gaussian Process (GP) is a common and very use-
ful way to develop emulators to describe the output of computer experiments and
to describe computationally expensive simulations in uncertainty quantification.
Recently, much attention has been paid about dealing with large datasets which
can be found in various fields of the natural, social sciences and modern instru-
ments. This resulted in an increasing need for methods to analyze large datasets.
However, GP is nonparametric, meaning that the complexity of the model grows
as more data points are received, and as a result, it faces several computational
challenges for modeling large datasets, because of the need of calculating the
inverse and determinant of large, dense and unstructured matrix; therefore we
need alternative methods to analyze such large datasets. Various methods have
been developed to deal with this problem, including a reduced rank approach
and a sparse matrix approximation.We used a computationally efficient variant
of GP, namely, Nearest-Neighbors Gaussian Process (NNGP) models, with quan-
tified uncertainties, for fully modeling large datasets. However, NNGP is not very
robust and faces problems for nonstationary datasets. Nonstationary covariance
models are often needed since the traditional stationary assumption is too restric-
tive for capturing the covariance structure in many problems. The purpose of this
paper is to develop a nonstationary NNGP methodology that can deal with large
nonstationary datasets, i.e., reduces the computational complexity as well as can
capture the nonstationary behavior of datasets. We have used simulated exper-
iments and an empirical data analysis to illustrate that our proposed approach
consistently performs well when compared with the state-of-the-art methods.
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Chapter 1

Introduction

Spatial dataset analysis has been attracting an increasing amount of attention

from various fields, such as environmental, social and economic sciences. In the

case where fixed monitoring stations are used to collect data from a spatial pro-

cess, monitoring sites are not always located where information about the spatial

process is desired. In such situations, it may be of interest to generate a “filled-in”

prediction map of the spatial process based on a finite number of observations,

as well as to estimate the uncertainty in these predictions. Customarily, the best

linear unbiased predictor (BLUP), which is often called kriging, is widely used to

interpolate the spatial process in scientific areas.

Recent developments in engineering techniques for spatial data collection,

such as Geographic Information Systems (GIS), have resulted in a growing need

for methods that can cope with large spatial datasets and can display the results

about the response surface in an efficient and effective way. In the era of big data,

geo-referenced datasets are especially prone to size-induced limitations. In fact,

modern atmospheric, hydrologic, ecological and climate datasets are increasingly

large and complex, often involving data sited at thousands or even millions of
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locations. Because of the large size of datasets in such problems, kriging, the

näıve implementation of spatial process prediction, is often time-consuming, ex-

pensive and impractical. The primary bottleneck for kriging on large datasets is

solving a linear system of equations involving the inversion of an n×n dense and

unstructured covariance matrix for a dataset of size n, which typically requires

O(n3) operations time complexity and O(n2) memory storage. Therefore, there

is a rich literature regarding efficient computation to kriging on large datasets.

Modeling large spatial datasets has received a great deal of attention in the

recent past. One of the core interests of statisticians is to develop efficient models

that can deal with such datasets. Typically, the computational burden can be

reduced if a certain structure is present for the spatial covariance matrix that

allows for fast matrix-vector operations. Several approaches have been proposed

in the literature to mitigate this computational burden. Loosely speaking, many

of the most popular techniques rely on two main classes; either low-rank approxi-

mations or using sparsity. The fundamental idea beyond low-rank approximation

methods is to replace the spatial process with an approximation that lies in a

lower-dimensional subspace such that the resulting covariance matrix has a low-

rank representation; examples include space-time Kalman filtering (e.g., Wikle

and Cressie (1999)), low-rank splines (e.g., Lin et al. (2000)), Gaussian predic-

tive processes (e.g., Banerjee et al. (2008); Finley et al. (2009); Katzfuss (2017)),

Fixed rank kriging (e.g., Cressie and Johannesson (2008)), and predictive pro-

cesses with tapering (e.g., Sang and Huang (2012)).

The second class involves a sparse approximation of the covariance function

and achieves computational efficiency through sparse matrix techniques; exam-

ples include introducing sparsity in the precision matrix via Gaussian Markov

random field (e.g., Rue and Held (2005); Rue and Martino (2007); Rue et al.
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(2009); Lindgren et al. (2011); Simpson et al., (2012)) or its inverse via covari-

ance tapering (e.g., Furrer et al. (2006); Kaufman et al. (2008); Bevilacqua

et al. (2015)), sparse likelihood approximations (e.g., Vecchia (1988); Stein et

al. (2004); Fuentes (2007)) and composite likelihoods (e.g., Curriero and Lele

(1999); Bevilacqua et al. (2012); Bevilacqua and Gaetan (2015); Bevilacqua et

al. (2016)). One of the books that examines statistical modeling of large datasets

is Hierarchical Modeling and Analysis for Spatial Data (2014), and the references

therein provide a variety of application areas and approaches. In recent work

that has been proven to deal better with the large dataset problem than many

existing methods, Datta et al. (2016) proposed Nearest Neighbor Gaussian Pro-

cess (NNGP), which provides a scalable alternative by using local information

from few nearest neighbors. Scalability is achieved by using the neighbor sets

in a conditional specification of the model, which is used as a sparsity-inducing

prior within a Bayesian hierarchical modeling structure. We focus here on this

approach to deal with the large datasets problem; however, other methods may

be used depending on the application or context of the problem being solved.

Covariate information plays a crucial role in specifying the covariance struc-

ture of a spatial process, naturally inducing stationarity. While the assumption of

stationarity for a GP is practical and widely used, there is little reason to expect

the spatial dependence structure to be stationary over the whole spatial region.

Nonetheless, this modeling assumption is made mostly for convenience and is

almost never appropriate in real-world applications, especially for large spatial

regions. Instead, a spatial process will almost always exhibit some sort of non-

stationarity. For example, for data collected over a large and diverse geographic

domain, this assumption is unrealistic, as we might expect a different covari-

ance in different subregions (e.g., in coastal regions) which makes the traditional
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stationary GP inadequate when modeling these data. Nonstationary covariance

functions allow the model to adapt to spatial surfaces whose variability changes

with location. Unfortunately, stationary NNGP (SNNGP), i.e., NNGP with a

stationary covariance function, is not very robust and faces problems for large

nonstationary datasets.

Over the years, various modeling approaches have been proposed to take into

account nonstationarity issues present in most problems. One of the earliest

methods for introducing nonstationarity into a spatial model is known as the de-

formation method, in which a stationary process is made nonstationary by trans-

forming the distances in some smooth way (deforming the space) (e.g., Sampson

and Guttorp (1992); Schmidt and O’Hagan (2003); Anderes and Stein (2008)).

Alternatively, basis function methods decompose the spatial covariance function

in terms of basis functions (e.g., Holland et al. (1999); Nychka et al. (2002);

Katzfuss (2013)). Another way is called weighted average methods, in which

nonstationary models are constructed by mixing stationary covariance functions

and letting the weights depend on covariates (e.g., Fuentes (2001); Reich et al.

(2011)). Similar to basis function methods, the process convolution models gen-

erate the process of interest using smoothing kernels, which are convolved with

Gaussian white noise (e.g., Higdon (1998); Higdon et al. (1999)).

Nevertheless, many of these nonstationary models are highly complex and

require intricate model fitting algorithms, and others need large amount of user

specification. In addition, the computational cost of these models increases with

the data size, which renders them impractical for large datasets. Paciorek and

Schervish (2006) introduced a simpler approach by generalizing the kernel con-

volution method proposed by Higdon et. al (1998) and created a general class

of nonstationary covariance functions with closed forms built upon common sta-
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tionary covariance functions. In spite of its advantages, this approach is still

computationally intensive since it involves the global nonstationary covariance.

Another challenging question is how to determine a computationally efficient par-

titioning methodology that has an ideal ability to capture nonstationarity in the

spatial region.

Various approaches have been introduced to partitioning the spatial region

into locally stationary GPs. In general, the spatial region is partitioned into

smaller distinct subregions with different means and covariance functions such

that each partition is modeled with a separate GP. Most current partitioning

approaches are tree-based methods. These include: bagged decision trees (e.g.,

Breiman (1996)), Bayesian Tree models (e.g., Chipman et al. (1998)), random

forests (e.g., Breiman (2001)), gradient boosted regression trees (e.g., Freund

and Schapire (1997); Friedman (2001)), extremely randomized trees (e.g., Geurts

et al. (2006)), additive groves (e.g., Sorokina et al. (2007)), treed Gaussian

processes (Gramacy and Lee (2008)), Bayesian additive regression trees (BART)

(e.g., Chipman et al. (2010)) and many others. However, even with partitioning,

the computation of the GP-based spatial model is still challenging and impractical

for large datasets.

Many approaches have been proposed to overcome the computational draw-

backs issues. Broadly speaking, these approaches can be classified under the

following two headings: either within MCMC including Konomi et al. (2014),

who use a nonstationary covariance function constructed based on adaptively

selected partitions, or prior MCMC including Heaton et al. (2017), who parti-

tioned the spatial domain into distinct subregions by using hierarchical clustering

of observations and finite differences as a measure of dissimilarity. Nonetheless,

most of these approaches face many problems, including computational costs or
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storage limitations for large nonstationary datasets. More discussion related to

these limitations is presented in Sections (4.1) and (4.2).

1.1 Motivation and contributions of this work

Recent technological advances have engineered a new data era, where large datasets

are increasingly common in a range of scientific applications for statisticians to

analyze. GP models in spatial statistics face several computational challenges for

modeling such large datasets due to the prohibitive computational burden. In

particular, spatial model fitting and spatial prediction (e.g. kriging) both involve

inversion of an n × n covariance matrix for a data set of size n, which typically

requires O(n3) operations and O(n2) memory, and is thus computationally in-

tractable for very large n, where f(x) = O(g(x)) means f is upper bounded by g

up to a constant factor, i.e., there exists a way to implement the algorithm and

the implementation requires kg(x) operations for some constant k. As a result,

there has been much recent interest in fast approximate inference techniques that

facilitate the fitting of flexible models to large datasets. We used a computation-

ally efficient variant of GP, namely, NNGP models, with quantified uncertainties,

for fully modeling large spatial output of computer experiments.

Covariate information play a major role in specifying the covariance structure

of a spatial process, naturally inducing stationarity. While the assumption of

stationarity for a GP is convenient and widely used, there is little reason to

expect the spatial dependence structure to be stationary across the whole region

of interest. In fact, this assumption is almost never appropriate in real-world

applications. Nonstationary covariance functions allow the model to adapt to

spatial surfaces whose variability varies with location. However, NNGP is not
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very robust and faces problems for nonstationary datasets. Given the complexity

of the model, the primary contribution of this thesis is to address the limitation

of SNNGP for nonstationary data by seeking to build a new flexible, robust and

computationally efficient class of Gaussian Process (GP)—namely, nonstationary

NNGP (NSNNGP) that can handle nonstationary as well as large datasets.

We present a more intuitive approach to handle a large nonstationary spatial

process without intense computational burden. All of the above shortcomings can

be addressed by proposing a new low-cost data-driven partitioning methodology

to divide the spatial region with nonstationary covariance function into subre-

gions with stationary covariance functions prior to model fitting, and then fitting

independently SNNGP models within each subregion using a Bayesian hierarchal

approach to explore the treed model space and estimate the parameters. Parti-

tioning allows for the modeling of nonstationary behavior and can improve some

of the computational demands by fitting models to fewer data. Our proposed ap-

proach is much faster than SNNGP and can be used to fit large nonstationarity

datasets.

1.2 Thesis outline

The remainder of this thesis is organized as follows. Chapter II gives an overview

of the known GPs and discuss some of their properties and limitations, a brief

review of computer model using a GP emulator. In Chapter III, we review the

Nearest Neighbor Gaussian Process approach and its computational aspects. In

addition, we introduce some choices of the neighbors and discuss their impact

on the regular model. Chapter IV develops an efficient algorithm for the NNGP

approach, which is utilized to extend to nonstationary modeling of spatial data.
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In Chapter V, we present the results of simulation experiments that compared the

performance of our method with that of the classical NNGP. In addition, Chapter

V provides an empirical analysis based on very large dataset of total column

ozone data, observed over the entire globe, where n is of the order of hundreds of

thousands. Chapter VI presents conclusions about the new approach and results

in this thesis, summarizes the contributions, and suggests future directions of

research that would improve and extend the work that has been presented.
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Chapter 2

Gaussian Process for Computer

Models and Spatial data

2.1 Overview of Computer Models

Computer models are used widely in many fields of science and technology. The

use of complex computer models in modern science and engineering has grown

significantly over the past decade for studying behaviors of complex systems,

real world phenomena or solve challenging design problems through computer

experiments that might otherwise be too time-consuming or expensive to observe

(e.g., airfoil design, earthquake propagation).

In this chapter, we consider different statistical issues in the use of determin-

istic computer models, i.e., a mathematical representation of a physical process

that has been constructed from the modeler’s understanding of the science un-

derlying the process and is customarily implemented as a computer program.

The simulator is deterministic in that whenever η(x) runs for the same input x

twice will yield the same output value. It is usually sufficiently complex that a
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closed-form expression for η is not available.

To distinguish between computer models and all the other sort of models such

as statistical models, we refer to computer models as simulators. We represent

the simulator in the form of a function y = η(x), where y is a vector of simulator

outputs, and x is a vector of simulator inputs. We call the process of evaluating

η at different choices of x ‘computer experiment’ and at a single choice of x a

‘model run’.

As the power of computers increases, the scientific community has relied more

and more heavily on simulators. They are used for a variety of tasks, including

parameter studies, design, forecasting, and to make predictions about real-world

applications. Moreover, simulators are often much less expensive to run than

physical experiments, and in many cases, it is impractical or impossible at all

to conduct physical experiments. For example, simulators are used in climate

forecasting to interpolate future climate for different carbon dioxide emission

scenarios. Health economic decision models are used to predict cost-effectiveness

of medical treatments, often over time periods far in more than of those observed

in clinical trials of those treatments. Mathematical models are used in the design

of engineering structures, whenever building large numbers of different physical

processes is expensive.

2.2 Uncertainty Quantification

The field of uncertainty quantification in computer experiments has grown tremen-

dously in the past several years, where our goal is to identify and reduce uncertain-

ties found in all aspects of the computer modeling framework. In the context of

uncertainty quantification, a key question of interest is to examine how computer
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model output change with various configurations of input parameters controlling

physical variables, initial or boundary conditions, and so on.

Despite the deterministic nature of the simulators, statistical analysis asso-

ciated with their use faces various difficulties. Following are some of the major

challenges.

1. Optimization/Design of computer experiments

The complexity of computer codes makes them costly in terms of run times

and this results in small output data sets. This makes the design of com-

puter experiment an important issue since we are given limited time and

resource. The optimal design seeks a design which maximizes or minimizes

a suitable criterion relating to the efficiency of the experiment in terms of

estimating parameters, prediction and so, by helping the designer choose

appropriate input values at which the computer model will be run such

that we produce desired output values. Classical design of experiments

methods, such as replication, randomization, or blocking are not applica-

ble, since what we are trying to predict is deterministic computer output

with no observational error.

2. Simulator calibration/Inverse problem

When real life data are available, then we can use these to learn about

those uncertain inputs to improve its accuracy. A crude way to do this

is to adjust the inputs by incorporating the available information into the

computer model to make the simulator predict as closely as possible the

actual observation points. This is called calibration, and is customary done

by model users. The best fitting values of the uncertain parameters are

then used to make inference about the system.
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3. Uncertainty propagation

Since the simulator will generally be an approximation to the real process;

one of the most popular tasks for users of simulators is to assess the uncer-

tainty in the simulator output(s) that is induced by their uncertainty about

the inputs. Here, we assume that there is a vector of ‘true’ inputs X corre-

sponding to some specific scenario of interest, but that there is uncertainty

about the value of X. If we are uncertain about X, what is our uncertainty

about the corresponding output(s) Y = η(x)?

4. Sensitivity analysis

In general, sensitivity analysis is the process that concerned with under-

standing how sensitive the output of a simulator is to changes in each of

its inputs. As an extension of (3), if X = (X1, . . . ,Xd), we may wish to

understand how individual elements of X contribute to the uncertainty in

Y.

5. Simulator discrepancy

No matter how careful a particular model of a real system has been formu-

lated, the simulator will not be a perfectly accurate description of the real

processes being modeled there will always be a difference between reality.

Therefore, we must consider the discrepancy between the simulator output

and the true values of the physical process.
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2.3 Active Learning Algorithms in Machine Learn-

ing

Optimal sampling techniques offer savings in time and money. Our aim here

is to find a design of computer experiments that with minimal computational

effort leads to an emulator with a good overall fit. Finding an optimal design is

usually computationally very intensive, except for relatively small designs. One

way to circumvent this problem is to consider sequential designs. In a sequential

design, points are chosen in a systematic way, often one at a time. In the world of

Machine learning, design of experiments would fall under a research focus called

active learning. In general, to sample adaptively we need to initial set of sample

points (locations) and then form a candidate set of points from which to sample

and finally use a learning strategy to choose new points from the candidate set.

Two of the most common sequential designs are active learning MacKay (ALM),

and active learning Cohn (ALC). Previous studies show that ALC tends to have

better overall predictive performance but involves a higher computational cost

(Beck et al. (2016)).

2.3.1 Active Learning MacKay (ALM)

The idea in this approach is to maximize the information gained about model

parameters by selecting from a set of candidates X̃, the location x̃ ∈ X̃ which

has the largest predictive variance σ2
η̂(x), i.e., x̃ = arg max

x∈X̃
σ2
η̂(x)
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2.3.2 Active Learning Cohn (ALC)

At stage k in the sequential design, the idea in this approach is to select the

candidate point x̃ ∈ X̃ that yields the largest expected reduction in predictive

variance over the design space X ,

i.e., ∆σ2(x̃) = EX [∆σ2
X (x̃)] = EX [σ2

η̂k
(X )− σ2

η̂k+1(X )]

2.4 Emulators for computationally expensive sim-

ulators

Computer models can be computationally expensive and can take days, weeks, or

possibly months to evaluate η(x) at a single value of x (performing one simulator

‘run’) which results in significant delays in predictions and renders the uncertainty

quantification infeasible. So the idea is that given limited model runs y1 =

η(x1), . . . ,yn = η(xn), we wish to know y = η(x) for many other x values.

An emulator η̂ (a.k.a. surrogate model) is a statistical representation of a

simulator. For any given configuration of input values for the simulator, the

emulator provides a probabilistic prediction of one or more of the outputs that

the simulator would produce if it were run at those inputs. As a result, there

is still a strong need to build an emulator as an inexpensive approximation of

the functional relationship that is described by the computer model to help us

efficiently evaluate this complicated function y = η(x). In the next Section,

we review Gaussian Process (GP) which is a common and very useful way to

develop emulators to describe the output of computer experiments as well as

computationally expensive simulations in uncertainty quantification.
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2.5 Gaussian Process Emulator

Gaussian process (GP) model is a flexible, common and powerful technique orig-

inated from spatial statistics that has recently gained interest in the engineering

community for its potential as an emulator. A GP is a collection of random

variables y1,y2, . . . , such that any finite number of which follows a multivariate

Gaussian distribution. GP modeling uses a set of observed inputs and outputs

to construct an approximation to the simulator and to describe the uncertainty

associated with it.

Consider a stochastic process y(x) with y : Rd → R and let y = (y(x1), . . . ,y(xn))

denotes any finite collection of its samples. Then y(x) is said to be a GP if the

density of y satisfies

f(y) =
1

(2π)
n
2 |C y |−

1
2

exp

{
1

2
(y − µy)T (C y)−1(y − µy)

}

where µy and C y denote an n-dimensional mean vector and an n×n dimensional

covariance matrix respectively. To completely specify the process y we only need

to define two functions which will specify µy and C y . We call such functions

the mean function and covariance function of the process. For a real process

y(x) we define its mean function µ(x) and the covariance function C(x,x′) as

µy(x) = E(y(x)), C(x,x′) = E
[(
y(x)− µy(x)

) (
y(x′)− µy(x′)

)]
. We will write

the process in standard notation as

y(x) ∼ GP
(
µy(x), C(x,x′)

)
GP models are widely used in the computational simulations of real-life phenom-

ena. They are easier to simulate than other processes due to the fact that they
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are fully identified by their mean and covariance functions. Additionally, the

family of Gaussian processes is closed under linear transformations.

Furthermore, for a GP, the second-order properties can be easily specified by

one of the broadly used classes of valid spatial covariance functions. The spatial

covariance function for a GP explains the level and nature of spatial dependence

present in a spatial process. In fact, a fundamental principle of spatial statistics

states that, in general, realizations of the spatial GP which are close together are

more likely to be similar, while realizations which are far apart are most likely

independent.

2.6 A General Modeling Framework

Let z (.) denote a realization of a spatial process defined for all locations s ∈ D ⊂

Rq, where s indexes spatial coordinates (e.g., easting and northing, longitude and

latitude) at which data could occur, D is a spatial domain (region) of interest,

and q represents a space dimension (typically equal to 2 or 3).

A common approach is to specify an additive model. For all s ∈ D, let

z (s) = µ(s) + y(s) + ε(s)

where E[z (s)] = µ(.) is a deterministic mean function (large-scale variation), y(.)

is a zero mean spatial process with general covariance function cov[y(s i),y(sj)|θ] :=

C(s i, sj), which depends on the unknown covariance parameters θ, and ε(.) ∼

(0, τ 2In) is a spatially independent error process, with τ 2 unknown (often called

the nugget), In is the n×n identity matrix, and ε(.) is assumed to be independent

of y(.).
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2.7 Gaussian Spatial Process

Assume that we have observe the value of z (.) at a finite set of n spatial locations

s1, . . . , sn ∈ D, where n is very large, and wish to learn about the underlying

spatial process y(s). A popular modeling choice for the spatial random effects

is the GP, {y(s)}s∈D ∼ GP(0, C(., .|θ)) specified by a valid covariance function

C(s i, sj|θ) = cov(y(s i),y(sj)|θ) that models the covariance corresponding to

any pair of locations s i and sj, and θ = {σ2, φ, ν} denote the GP covariance

parameters which is a vector of variance, decay and smoothness parameters,

respectively, that control the covariance. For simplicity, θ is omitted in covariance

notations hereinafter unless clarification is needed.

The process realizations are collected into an n×1 vector, say y = (y(s1),y(s2),

. . . ,y(sn))T , which follows a multivariate normal distribution N (0,C ) for every

finite set of locations {s1, s2, . . . , sn}, where C = {C(s i, sj)}ni,j=1 = σ2{ρ(s i, sj)}ni,j=1

is an n × n spatial variance-covariance matrix of y induced by a valid cross-

covariance function C(., .), σ2 is a scaling parameter quantifies the spatial pro-

cess variance and ρ(., .) is a correlation function. Though any function can

serve as mean function in the context of GPs, it is not so for covariance func-

tions. So, we need to carefully choose C(., .) so that C satisfies the symmetry

C(s i, sj) = C(sj, s i) and the positive definiteness
∑n

i=1

∑n
j=1 aiajC(sj, s i) > 0 for

any a1 . . . an. A GP is said to stationary if its covariance function C(s i, sj) is a

function of s i−sj only, i.e., C(s i, sj) = C(s i−sj), and isotropic if it is a function

of ||s i − sj|| only, where ||.|| is the Euclidean norm in Rd, i.e, ||z ||=
√∑d

j=1 z
2
j .
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2.8 Stationary Covariance Function

There are many possible choices for the covariance function C for the GP inter-

polation, but we will focus on the Matérn family of covariance functions that is

widely used in a variety of spatial applications due to its flexibility. For any given

spatial locations s i, sj ∈ D the Matérn covariance function is defined as

CS(s i, sj) =
σ2

2ν−1Γ(ν)
(||s i − sj||φ)νKν (||s i − sj||φ) , φ > 0, ν > 0, (2.1)

where σ2 is the variance parameter, φ is the decay parameter that specifies how

fast the correlation decays with the distance where large φ yielding faster corre-

lation decay, while smaller φ yielding slower correlation decay. The parameter ν

is called smoothness parameter which controls the behavior of correlation near

the origin.

The function Kν is the modified Bessel function of the second kind with order

ν, while the function Γ is the usual gamma function. The smoothness parameter

ν is aptly named as it implies levels of mean square differentiability of the random

process, with large ν yielding very smooth processes that are many times differen-

tiable, and small ν yielding rough processes. Therefore, it allows us to model data

of different degrees of smoothness; for example, as ν → ∞, the Matérn covari-

ance function converges to the Gaussian covariance function, which is infinitely

differentiable:

CS(s i, sj)|ν→∞= σ2 exp
{
−(||s i − sj||φ)2

}
while for ν = 0.5, the Matérn covariance function is reduced to the exponential
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covariance function:

CS(s i, sj)|ν=0.5= σ2 exp {−(||s i − sj||φ)}

Since the parameter σ2 is strictly positive, the covariance of a pair of observations,

CS(s i, sj) becomes smaller as the distance ||s i − sj|| gets larger.

Isotropic processes are particularly restrictive, as covariance function depends

only upon the distance between the realizations and does not at all account

for directionality. However, there is no reason to expect that the process will

display the same behavior in every direction. Anisotropic processes are somewhat

considered as direct extensions of isotropic processes, in that covariance functions

measures of covariance depending on both distance and direction.

A special case which is also the most common among the different forms of

spatial anisotropy models is the geometric anisotropy. This type of anisotropy

can be achieved by way of a linear transformation of the space coordinates of an

associated isotropic model. That is, for Rq space, the covariance function can be

written

C(s i − sj;φ) = C(||A(s i − sj)||;φ)

where A is the q × q matrix explaining the linear transformation. Moreover,

versions of isotropic covariance functions in (2.1) can be created anisotropy by

setting ||s i− sj||= (s i− sj)
TΩ−1(s i− sj) for some q× q positive definite matrix

Ω (usually called the anisotropy matrix) which allows the decay of dependence to

be faster or slower in particular directions. For a diagonal matrix Ω with equal

values on the diagonals, this covariance function reduces to the isotropic case.
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2.9 Gaussian Process Challenges

Suppose we have n×p spatially varying covariate matrix, H = (h1(s),h2(s) . . . ,hn(s))T ,

where the vector h(.) consists of p known regression functions of s . The mean

vector is often defined as a linear function µ(.) = Hβ, where β = (β1, . . . , βp)
T

is a p-dimensional vector of unknown coefficients. The random (observed) vector

z = (z (s1), z (s2), . . . , z (sn))T will then follow a multivariate normal distribution

N (Hβ,C+τ 2In). The main interest is to estimate the parameters Θ = {β, τ 2,θ}

based on the observations and to predict the responses at a set of new locations.

Both classical and Bayesian inference can be applied for parameter estimation.

In classical approaches such as maximum likelihood (MLE), the inference is based

on the likelihood of the data. The log likelihood function is

L(z |Θ) ∝ −1

2
log|C + τ 2In|−

1

2
(z −Hβ)T (C + τ 2In)−1(z −Hβ)

MLE offers a parametric alternative to classical nonparametric methods for the

estimation of the covariance parameters. While it has several optimal properties,

such as sufficiency, consistency, efficiency and asymptotic normality of its estima-

tors, however, fitting the full model using MLE requires evaluation of the above

log likelihood which involves calculation of the inverse and determinant of large,

dense and unstructured n × n matrix (C + τ 2In) which typically requires n3

operations and a storage of the order of n2 to store the n2 pairwise distances to

compute C . However, memory limitations and computational complexity grow

with matrix size and makes it impractical to use the MLE for large datasets.

The Bayesian approach assigns prior distributions to Θ and makes inference

by sampling from the posterior distribution π(Θ|z ) which is proportional to
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π(Θ)×L(z |Θ)

where π(Θ) is the prior distribution of the parameters Θ, and L is the like-

lihood. The prior distributions should be chosen to represent whatever prior

knowledge the analyst has about the hyperparameters Θ. However, the prior

distributions will be updated with the information from a set of training runs,

and if there is substantial information in the training data about one or more

of the hyperparameters then the prior information about those hyperparameters

may be essentially irrelevant. One way for the Bayesian approach is to implement

Markov chain Monte Carlo (MCMC) methods, which simulate from the distribu-

tion by sampling from a Markov chain invariant to it (Metropolis et al. (1953);

Hastings (1970); Geman and Geman (1984); Gelfand and Smith (1990)). Given

sufficient computation time, these methods will obtain draws from the posterior

distribution as long as the Markov chain is ergodic (i.e. it will ultimately be able

to reach any point in the space, without periodic behavior, and with the ability

to return to any previous state)

When modeling involved complicated processes in the presence of data, it is

convenient to write the hierarchical model due to their flexibility and power to fit

models that would be rendered intractable by classical approaches. In general, a

hierarchical model can be constructed in the following three basic stages:

• First stage: Data Model: [data|process, data parameters ]

• Second stage: Process Model: [process|process parameters ]

• Third stage: Parameter Model: [data and process parameters ].

A hierarchical representation of our model is now given by:
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• First stage: z |Θ,y ∼ N (Hβ + y , τ 2In)

• Second stage: y |Θ ∼ N (0,C )

• Third stage: prior specification for Θ.

The Gaussian likelihood combines with the hierarchical specification to yield a

posterior distribution π(Θ|z ) that is proportional to:

∝ π(Θ)×N (y |0,C )×
n∏
i=1

N (z (s i)|h(s i)
Tβ + y(s i), τ

2)

Since the sampling procedure requires the evaluation of the likelihood function,

the Bayesian approach suffers the same kind of computational challenge as the

MLE does. In fact, the computation is more demanding for the Bayesian ap-

proach, due to the need of drawing a large number of samples from the posterior

distribution for a reliable inference and that such matrix computations appear in

each draw, rendering them intractable for large datasets.

Spatial prediction is commonly calculated using either the classical kriging

approach, i.e., spatial best linear unbiased prediction (BLUP), or the Bayesian

kriging approach. Conditional on the model parameters, the BLUP at a new

location s0 is

ẑ (s0) = E[z (s0)|z ] = h(s0)
Tβ + cT (s0)(C + τ 2In)−1(z −Hβ)

where c(s0) = (C (s0, s1), . . . ,C (s0, sn))T

In addition to predicting the mean behavior, the variance associated with the

prediction is given by

σ̂2(s0) = var[z (s0)|z ] = σ2 + τ 2 − cT (s0)(C + τ 2In)−1c(s0)
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The computational cost of applying the kriging equations is still the need of

calculating the inversion of the n× n matrix C + τ 2In. On the other hand, the

Bayesian prediction draws samples from the the predictive distribution

π(z (s0)|z ) =

∫
π(z (s0)|Θ, z )π(Θ|z )dΘ

at a new location s0. For a given Θ

π(z (s0)|z ,Θ) ∼ N (h(s0)
Tβ+cT (s0)(C+τ 2In)−1(z−Hβ), σ2+τ 2−cT (s0)(C+τ 2In)−1c(s0))

The predictive distribution is sampled by composition, drawing z (j)(s0) ∼ π(z (s0)|z ,Θ(j))

for each Θ(j)(j = 1, . . . , J) where (j) is the jth sample from the posterior distri-

bution π(Θ|z ) and J is the total number of samples. We can compute a Monte

Carlo estimate of the posterior predictive mean E[z (s0)|z ]
∧

= J−1
∑J

1 z
(j)(s0)

Again, the sampling from the posterior distribution π(z (s0)|z ,Θ) involves

the inversion of the n × n matrix C + τ 2In, which is computational intensive,

time consuming and become prohibitive for large datasets. To avoid expensive

matrix computations, we used an efficient algorithm in the following Chapter

called Nearest Neighbors Gaussian Process.
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Chapter 3

Regular Nearest Neighbors

Gaussian Process

3.1 Composite Likelihood and SNNGP

In this chapter, we consider a methodology based on approximating the full like-

lihood function, named composite likelihood function. A composite likelihood

function is constructed by first dividing the data into smaller number of observa-

tions and then defining likelihood function for each subset of the data separately.

Rather than maximizing the full likelihood function for the whole set of observa-

tions, we calculate estimates for model parameters by maximizing the composite

likelihood function.

The general idea of composite likelihood has been proposed first by Besag

(1974) in the context of spatial datasets, and the concept of composite likelihood

was first named by Lindsay (1988). Several composite likelihood methods have

been proposed for modeling large spatial datasets. These methods can be classi-

fied, in general, into two classes based on the form of their component likelihood:
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conditional and marginal composite likelihoods (Varin (2008)).

Vecchia (1988) introduced a simple approximation to the full likelihood func-

tion to reduce the computational burden of evaluating the likelihood. Since the

likelihood of the spatial process can be rewritten as the product of conditional

likelihoods

L(y ; Θ) = L(y1; Θ)
n∏
i=2

L(y i|y (i−1); Θ)

where y i = y(s i) and y (i−1) = (y(s1), . . . ,y(s i−1)). Vecchia proposed to condi-

tion not on all components of y (i−1) to compute the conditional likelihood of each

observation (L(y i|y (i−1); Θ), but only on a subset of the “previous” observations,

thus

L(y ; Θ) ≈ L(y1; Θ)
n∏
i=2

L(y i|ỹ (i−1);Θ)

where ỹ (i−1) is a subset of y (i−1). Vecchia’s approximation forms a valid joint

distribution since it is defined as an ordered sequence of valid conditional distri-

butions. Shrinking the size of ỹ (i−1) yields sparse models for y .

More generally, if we partition y into subvectors {y1, . . . ,y b}, where y may

have different length, we can write the likelihood L(y ,Θ) as a product of condi-

tional densities:

L(y ; Θ) ≈ L(y1; Θ)
b∏
i=2

L(y i|y (i−1);Θ)

where y (i−1) = (y1, . . . ,y i−1). Then we can replace the full conditioning sets

y (i−1) with smaller subsets in a similar way as above, so that the densities in the

product are easier to evaluate.

Stein et al. (2004) introduce an approach to reduce the computation and
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improve the efficiency of the estimated parameters of Vecchia method. The idea

was to consider prediction vectors of longer length and conditioning sets y (i−1)

that involve not only the nearest points but some rather distant observations

from the prediction vectors.

Based on the above two works in Vecchia and Stein that show how likeli-

hood approximations using lower-dimensional conditional distributions result in

proper densities under general conditions, Datta et al. (2016) extend this idea

to reduce the computational complexity of the full Gaussian Process (FGP). Di-

mensionality reduction is achieved by replacing the large conditioning set y (i−1)

with smaller conditioning set yN(si)
for every s i, where N(s i) is of size at most

m� n and consists of nearest neighboring locations of s i. This resulted in a class

of scalable well-defined sparsity-inducing Gaussian process models called NNGP

(from now on, we call their model SNNGP, i.e., NNGP model with stationary

covariance). Datta et al. show that these densities are distributed according to

finite-dimensional realizations of an SNNGP. The estimated likelihood using this

idea is thus:

L̃(y ; Θ) = L(y1; Θ)
n∏
i=2

L(y i|yN(si)
; Θ) (3.1)

where yN(si)
denote the realizations of the GP at m nearest neighbors of s i among

s1, s2, . . . s i−1 and m� n.

The joint likelihood for a random vector y can be viewed upon as a directed

acyclic graph (DAG) which is familiar idea in graphical models. Datta et. al.

prove that if we view the pair {S, NS} as a directed graph G with vertices at

s1, . . . , sn, and directed edges to every vertex s i from all locations in N(s i), then

L̃ in (3.1) is a valid joint distribution. Moreover, given that N(s i) identifies the

m nearest neighbors from the past, ensuring an acyclic G, it is proven that L̃ is
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a multivariate Gaussian density with a sparse precision matrix.
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(b) Sparse Graph based on 3-Nearest
neighbors

Figure 3.1: Sparsity using directed acyclic graphs

L(y1,y2,y3,y4,y5,y6,y7,y8; Θ) = L(y1)L(y2|y1; Θ)L(y3|y1,y2; Θ)L(y4|y1,y2,y3; Θ)

L(y5|y1,y2,y3,y4; Θ)L(y6|y1,y2,y3,y4,y5; Θ)

L(y7|y1,y2,y3,y4,y5,y6; Θ)

L(y8|y1,y2,y3,y4,y5,y6,y7; Θ)

The DAG corresponding to this factorization is shown in Figure 3.1 for n = 8

observations. Figure 3.1(b) presents the DAG when some of the edges are removed

so as to retain at most 3 “nearest neighbors” in the conditional likelihoods. The

resulting likelihood function is

L(y1,y2,y3,y4,y5,y6,y7,y8; Θ) = L(y1; Θ)L(y2|y1; Θ)L(y3|y1,y2; Θ)L(y4|y1,y2,y3; Θ)

L(y5|y2,y3,y4; Θ)L(y6|y3,y4,y5; Θ)L(y7|y1,y5,y6; Θ)

L(y8|y1,y2,y7; Θ)

To be more specific, let S = (s1, s2, . . . , sn) be a fixed collection of distinct lo-
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cations in D called reference set (assuming to be the same as observed locations),

G denotes a directed graph on S and N(s i) denotes the set of directed neighbors

for s i in the graph NNGP, if G is directed acyclic graph, then the likelihood of

y under SNNGP model is now given by

L̃(y ; Θ) =
n∏
i=1

N (y(s i)|B siyN(si)
,Fsi ; Θ)

where B si = C si,N(si)C
−1
N(si),N(si)

, yN(si)
consists of neighbors of s i in the globe

and Fsi = C (s i, s i) − C si,N(si)C
−1
N(si),N(si)

CN(si),si , where CN(si),N(si) is the

m×m stationary covariance matrix of yN(si)
and C si,N(si) is the n×m stationary

cross-covariance matrix between y si
and yN(si)

.

Under this construction, our model is now given by:

z (s) = h(s)Tβ + y(s) + ε(s), y(s) ∼ SNNGP(0, C̃ (., .)) (3.2)

and

z = Hβ + y + ε, y ∼ N (0, C̃ ) (3.3)

where y has a proper multivariate normal density over S. Thus, the posterior

distribution under SNNGP is proportional to

n∏
i=1

N (z (s i)|h(s i)
Tβ + y(s i), τ

2)×N (y |0, C̃ )× p(Θ)

where C̃
−1

is sparse with at most n
∑m

k=1 k = nm(m+1)
2

non-zero entries and m

is typically small (m ≈ 20 � n). So, we need to store n small m ×m distance

matrices which reduce the storage to nm2. Also, we need to invert m×m matrices

instead of large n× n matrix and the determinant of C̃ =
∏n

i=1|Fsi| since Fsi is

28



a diagonal matrix. The total operations is of the order nm3 which is linear in n.

3.2 Choices of neighbors investigation

The art of choosing the neighbors in the SNNGP is important since it impacts the

efficiency of the SNNGP, however, there is no specific way to choose them and it

is still a research problem. In this Section, I have proposed and investigated some

ideas of choosing the neighbors and compared them with the traditional way.

Simulation Experiment

We generated observations using 2500 locations within a unit square domain

[0, 1]× [0, 1] from the univariate model

z (s) = y(s) + ε(s),

(assuming without loss of generality that the mean function is zero) where y

denote the spatial effects generated from N (0,C ), C denotes stationary expo-

nential covariance matrix, i.e., C = σ2× exp {−φD}, where Dij is the Euclidean

distance between s i and sj, z ∼ N (0,C + τ 2In) with Θ = {σ2, τ 2, φ}. Candi-

date models included the SFGP (FGP model with stationary covariance), regular

SNNGP, SNNGP with random m and tapered SNNGP.

Candidate model parameter estimates and performance metrics were calcu-

lated based on 2,500 MCMC iterations, after discarding the first 2,500 samples

as a burn-in period. For all models, the variance components σ2 and τ 2 were

assigned IG(2, 1) and IG(2, 0.1) priors, respectively, and the spatial decay φ

received a uniform prior U(3, 30). To assess predictive performance, 500 observa-
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tions (i.e., 20%) were selected randomly to serve as a holdout set. The remaining

2,000 observations were used to fit the models and they were sorted with respect

to x-axis. For prediction, we considered 2,500 (50× 50) gridded prediction loca-

tions within the domain [0, 1]× [0, 1], where these locations are different from the

observation locations.

Random m inside MCMC

Instead of fixing m inside MCMC, the consideration here is to let m be random

and estimating it in each MCMC iteration. To do that, let m be parameter

with discrete uniform prior; i.e, π(m) ∼ U(2,m∗), where m∗ is chosen such that

the storage and floating point operations are reasonable. Then we can generate

samples from m using the full conditional

L(m|.) ∝ π(m)×N (y |0,C )

and we update m using a Metropolis random walk step within the Gibbs’ sampler.

Name True FGP SNNGP m = 5 SNNGP m ∼ U(2, 5)

φ 12 11.8071 (7.8805, 15.2614) 11.0795 (7.8923, 14.2604) 10.7875 (6.9807, 14.1906)
σ2 1 0.9961 (0.8020, 1.3934) 1.0368 (0.8549, 1.3958) 1.0486 (0.8483, 1.5300)
τ 2 0.1 0.1117 (0.0922, 0.1346) 0.1133 (0.0906, 0.1371) 0.1135 (0.0918, 0.1345)
RMSPE * 0.5622 0.5747 0.5742
Time (min) * 434.73 34.54 42.45

Table 3.1: Parameter estimates for SFGP, regular SNNGP and SNNGP with
random m. Parameter posterior summary 50 (2.5, 97.5) percentiles.

Name True SNNGP m = 10 SNNGP m ∼ U(2, 10)

φ 12 11.1556 (8.3986, 14.6966) 12.0959 (8.9272, 14.2324)
σ2 1 1.0197, (0.8288 1.2602) 0.9921 (0.7893, 1.2528)
τ 2 0.1 0.1132, (0.0884 0.1388) 0.1130 (0.0917, 0.1353)
RMSPE * 0.5669 0.5657
Time (min) * 52.35 66.11

Table 3.2: Parameter estimates for regular SNNGP and SNNGP with random
m. Parameter posterior summary 50 (2.5, 97.5) percentiles.
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(a) Data (b) SFGP prediction map

(c) SFGP variance (d) SFGP MCMC

Figure 3.2: SFGP prediction map, variance and MCMC
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(a) Regular SNNGP with m = 5 pre-
diction map

(b) Random SNNGP with m = 5 pre-
diction map

(c) Regular SNNGP with m = 5 vari-
ance

(d) Random SNNGP with m = 5 vari-
ance

(e) Regular SNNGP with m = 5
MCMC

(f) Random SNNGP with m = 5
MCMC

Figure 3.3: Regular and random SNNGP with m = 5 prediction map, variance
and MCMC
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(a) Regular SNNGP with m = 10 pre-
diction map

(b) SNNGP with random neighbors
case prediction map m = 10

(c) Regular SNNGP with m = 10 vari-
ance

(d) Random SNNGP with m = 10
variance

(e) [Regular SNNGP withm = 10 case (f) Random SNNGP with m = 10

Figure 3.4: Regular and random SNNGP with m = 10 prediction map, variance
and MCMC

As we can see from Table 3.1 and Table 3.2, SNNGP with random m shows

some improvement in prediction accuracy. However, the time increased because

of the fact that using this model we need to calculate the neighbors in each

MCMC iteration since they vary in each step.
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SNNGP with tapered neighbors

Instead of choosing all the nearest neighbors, here we considered the ones that

are inside a specific taper which is chosen depending on the data. The idea here

is that we may have some neighbors that are actually far from the point site but

still considered as a neighbor, so we will exclude the neighbors that are far than

a specific distance. In this way, we will reduce the computational complexity as

well as storage since m∗ here is at most m i.e m∗ < m.

Name True SFGP SNNGP m = 5 Tapered SNNGP m = 5

φ 12 11.8071 (7.8805, 15.2614) 11.0795 (7.8923, 14.2604) 11.5914 (9.2030, 14.4724)
σ2 1 0.9961 (0.8020, 1.3934) 1.0368 (0.8549, 1.3958) 1.0230 (0.8498, 1.2164)
τ 2 0.1 0.1117 (0.0922, 0.1346) 0.1133 (0.0906, 0.1371) 0.1123 (0.0910, 0.1361)
RMSPE * 0.5622 0.5747 0.5713
Time (min) * 434.73 34.54 25.54

Table 3.3: Parameter estimates for SFGP, regular SNNGP and tapered SNNGP.
Parameter posterior summary 50 (2.5, 97.5) percentiles.

Name True SNNGP m = 10 Tapered SNNGP m = 10

φ 12 11.1556 (8.3986, 14.6966) 11.7472 (8.8700, 14.4093)
σ2 1 1.0197 (0.8288, 1.2602) 1.0008 (0.8510, 1.1969)
τ 2 0.1 0.1132 (0.0884, 0.1388) 0.1142 (0.0939, 0.1380)
RMSPE * 0.5657 0.5650
Time (min) * 62.35 47.90

Table 3.4: Parameter estimates for SFGP, regular SNNGP and Tapered SNNGP.
Parameter posterior summary 50 (2.5, 97.5) percentiles.
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(a) Data (b) SFGP prediction map

(c) SFGP variance (d) SFGP MCMC

Figure 3.5: SFGP prediction map, variance and MCMC
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(a) Regular SNNGP with m = 5 pre-
diction map

(b) Tapered SNNGP with m = 5 pre-
diction map

(c) Regular SNNGP with m = 5 vari-
ance

(d) Tapered SNNGP with m = 5 vari-
ance

(e) Regular SNNGP with m = 5
MCMC

(f) Tapered SNNGP with m = 5
MCMC

Figure 3.6: Regular and tapered SNNGP with m = 5 prediction map, variance
and MCMC
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(a) Regular SNNGP prediction map
with m = 10

(b) Tapered SNNGP prediction map
with m = 10

(c) Regular SNNGP with m = 10 vari-
ance

(d) Tapered SNNGP with m = 10
variance

(e) Regular SNNGP with m = 10
MCMC

(f) Tapered SNNGP with m = 10
MCMC

Figure 3.7: Regular and tapered SNNGP with m = 10 prediction map, variance
and MCMC

As we can see from Table 3.3 and Table 3.4, SNNGP with tapered neighbors

shows improvement in prediction accuracy and need a shorter time to achieve

than regular SNNGP. Moreover, the estimates of the covariance parameters

using SNNGP model are compared well with the results from the SFGP. In the
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next Section, we investigate how SNNGP performs with a deterministic example

to test its robustness and compare it SFGP.

3.3 Motivated Example

For this simulation experiment, we generated observations at 2,500 locations

randomly within D ∈ [(−2, 6) × (−2, 6)] domain from a deterministic model

y(s1, s2) = s1× exp {−s2
1 − s2

2} where y is a univariate dependent variable, s ∈

D ⊆ R2. This function is peculiar, in the sense that it has two localized features

inside the box D ∈ [(−2, 2)× (−2, 2)], while it is practically zero everywhere else.

We then estimated the following candidate models from the full data: 1) the

SFGP; 2) the SNNGP with m = {5, 10, 20, 50, 70, 100} using spatial covariance

function C (θ) = σ2ρ(φ) + τ 2, where ρ(φ) is the exponential correlation function

ρ(φ) = exp {−φ1||s i − sj||−φ2||s i − sj||} and ||s i−sj|| is the Euclidean distance

between locations s i and sj , φi controlling the decay in each direction, σ2 is the

variance and τ 2 is the nugget.

Here, the variance components σ2 and τ 2 were assigned IG(2, 1) and IG(2, 0.1)

priors, respectively, and the spatial decays φ received a uniform prior U(0.00001, 30).

Parameter estimates and performance for the SNNGP and the SFGP models are

provided in Table 3.5. To assess predictive performance, 500 observations (i.e.,

20%) were selected randomly to serve as a holdout set. The remaining 2,000

observations were used to fit the models.

All estimates were calculated from a sample of 5,000 MCMC iterations follow-

ing a burn-in period of 1,000 iterations, the 2,000 observation locations we used

were sorted with respect to x-axis. For prediction, we considered 2,500 (50× 50)

gridded prediction locations within the domain (−2, 6) × (−2, 6), where these

locations are different from the observation locations.
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Name m = 5 m = 10 m = 20

φ1 0.0076 (0.0032,0.0103) 0.0111 (0.0046,0.0128) 0.1005 (0.0644,0.1248)
φ2 0.0012 (0.0006,0.0021) 0.0018 (0.0008,0.0023) 0.0306 (0.0187,0.0406)
σ2 0.2263 (0.1243,0.4087) 0.1893 (0.105,0.3031) 0.0170 (0.0135,0.0265)
τ 2 0.00015 (0.0006,0.0021) 0.00018 (0.0002,0.0002) 0.00019 (0.0002,0.0002)
RMSPE 0.0071 0.0053 0.0044

Name MLE m = 50 m = 70

φ1 0.1907 (0.1552,0.237) 0.2581 (0.2212,0.3025) 0.2716 (0.2308,0.3147)
φ2 0.0654 (0.0531,0.0802) 0.1391 (0.1164,0.1615) 0.1895 (0.1611,0.2198)
σ2 0.0101 (0.0082,0.0119) 0.0077 (0.0067,0.0088) 0.0072 (0.0062,0.0082)
τ 2 0.00019 (0.0002,0.0002) 0.0002 (0.0002,0.0002) 0.0002 (0.0002,0.0002)
RMSPE 0.0039 0.0034 0.0032

Name MLE SFGP m = 100

φ1 0.8850 0.2808 (0.2335,0.3409) 0.2731 (0.2309,0.3241)
φ2 0.3534 0.2088 (0.2335,0.3409) 0.1917 (0.1617,0.2254)
σ2 0.0022 0.0072 (0.0063,0.0086) 0.0072 (0.0063,0.0083)
τ 2 0.0000 0.0002 (0.0002,0.0002) 0.0002 (0.0002,0.0002)
RMSPE − 0.0030 0.0030

Table 3.5: Parameter estimates for MLE, SFGP, regular SNNGP with m =
{5, 10, 20, 50, 70, 100}. Parameter posterior summary 50 (2.5, 97.5) percentiles
— Deterministic scenario
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Results for Full Model

(a) Data (b) Prediction map

(c) MCMC (d) St.Dev.

Figure 3.8: SFGP prediction map, variance and MCMC — deterministic scenario
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Results for case m = 5, 10

(a) Data (b) Prediction map

(c) MCMC (d) St.Dev.

(e) Data (f) Prediction map

(g) MCMC (h) St.Dev.

Figure 3.9: Regular SNNGP with m = 5, 10 prediction map, variance and MCMC
— deterministic scenario
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Results for case m = 20, 30

(a) Data (b) Prediction map

(c) MCMC (d) St.Dev.

(e) Data (f) Prediction map

(g) MCMC (h) St.Dev.

Figure 3.10: Regular SNNGP, m = 20, 30 prediction map, variance and MCMC
— deterministic scenario
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Results for case m = 50, 70

(a) Data (b) Prediction map

(c) MCMC (d) St.Dev.

(e) Data (f) Prediction map

(g) MCMC (h) St.Dev.

Figure 3.11: Regular SNNGP, m = 50, 70 prediction map, variance and MCMC
— deterministic scenario
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Results for case m = 100

(a) Data (b) Prediction map

(c) MCMC (d) St.Dev.

Figure 3.12: SNNGP, m = 100 prediction map, variance and MCMC — deter-
ministic case

Based on our investigation, we found that sorting the data with respect to x1-axis

or x2-axis doesn’t affect the result too much. Also, accounting for the direction by

using anisotropic correlation function doesn’t increase the accuracy of the model

too much. Moreover, as we can see in the above results given in Table 3.5 and

Figures 3.8 — 3.12, SNNGP perform poorly in the deterministic scenario, since

we need about 70 neighbors to match the parameter estimates results in the SFGP

model. This shows that the SNNGP approach is not very robust comparing with

SFGP. To address this gap for the SNNGP models, we introduce scalable NNGP

models in the following Chapter which can handle nonstationary as well as large

datasets.
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Chapter 4

Tree Models and Scalable

Bayesian Inference

As discussed before, an essential ingredient of modeling a spatial GP {y(s) : s ∈

D} is the spatial covariance function C, used to model the dependence over space

in the process. While covariance functions for y(.) are traditionally assumed to

belong to some parametric class of stationary or isotropic models. It has been

acknowledged that this model is not flexible enough to adequately represent a

natural phenomenon displaying behaviors that vary substantially over the spatial

domain. Indeed, stationarity assumption is more an exception than a generality.

Therefore, there is a need to introduce nonstationary effects to reflect the fact

that the characteristics of the phenomenon may vary across the spatial region.

4.1 Nonstationary Covariance Function

Despite all the work that has been done in nonstationary spatial modeling, it

is still an open field where no model stands out as the clear choice to tackle

the nonstationary problem. However, it has been found in previous studies that

the kernel convolution approach advocated by Paciorek and Schervish (2006)
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is particularly satisfactory for partitioned regions (Huser and Genton (2016)).

These authors have proposed a general construction of nonstationary correlation

functions that are based on known isotropic correlation models. Specifically, if

ρS is a valid correlation function on Rq, a nonstationary class can be defined by

ρNS(s i, sj) = |Ω(s i)|
1
4 |Ω(sj)|

1
4

∣∣∣∣Ω(s i) + Ω(sj)

2

∣∣∣∣− 1
2

ρS
(
−
√
Mij

)
(4.1)

where Mij = (s i − sj)
T
(

Ω(s i)+Ω(s j)
2

)−1
(s i − sj) represents the weighted Ma-

halanobis distance between s i and sj and Ω(s i) is the spatially varying q × q

covariance matrix of the Gaussian kernel centered at s i. By multiplying by a

variance parameter σ2, the nonstationary version of the covariance function is

obtained as

CNS(s i, sj) = σ(s i)σ(sj)ρ
NS(s i, sj), (4.2)

where σ(.) is a spatially-varying “standard deviation” parameter.

To be specific, the nonstationary version of the Matérn covariance function

will have the form:

CNS(s i, sj) = σ(s i)σ(sj)|Ω(s i)|
1
4 |Ω(sj)|

1
4

∣∣∣∣Ω(s i) + Ω(sj)

2

∣∣∣∣− 1
2 1

2ν−1Γ(ν)
(φMij)

νKν (φMij) ,

(4.3)

This class includes a nonstationary version of the exponential model when ν =

0.5.

The availability of the covariance function in closed form can be considered

a potential positive feature of this approach since covariance functions are a fa-

miliar concept. Nevertheless, Paciorek and Schervish provide this flexible class

based on GP-based MCMC algorithm, which is computationally demanding for

46



large datasets, making it expensive and practically infeasible for real world ap-

plications, such as large global ozone dataset in our study as discussed in Section

(4.3.1) and Chapter (5). The computational cost comes from the fact that we

need to update a high number of highly dependent parameters in each iteration

which involves the global nonstationary covariance and makes it intractable to

run MCMC algorithms.

This class of nonstationary covariance function (4.2) has been used in various

forms throughout the literature. To reduce the computational demands of fitting

a nonstationary GP-based spatial model, Katzfuss (2013) used a basis function

representation of Ω(.) to propose a model with a low-rank representation of the

above nonstationary model. However, this model is highly parameterized and re-

quire intricate MCMC algorithms for model fitting. Alternatively, Konomi et al.

(2014) used (4.2) to construct a global nonstationary covariance function based

on Bayesian tree GP that adaptively partition the spatial region into independent

contiguous blocks. This approach, though, can also be computationally intensive

itself since it typically relies on reversible-jump algorithms across model spaces.

We now outline our proposed data-driven partitioning methodology in the fol-

lowing Section which is simple but effective for dealing with nonstationarity and

does not require the use of iterative procedures, such as MCMC algorithms, and

thus computational drawbacks, such as lack of convergence and poor mixing of

the Markov chain, are avoided.

4.2 Proposed Partitioning Methodology

One way to achieve a more flexible, nonstationary process is to use a partition

model which somehow divides up the spatial region and fits various base models

to data independently in the regions depicted by the partitions. In general,

such treed models use binary trees. A tree is a set of line segments with all
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of its elements connected whether by left or right. Binary tree partition was

introduced by Breiman et al. (1984) and has become increasingly popular because

of its simplicity, clear interpretation, and ability to provide a good fit in many

situations. A binary tree is a partitioning algorithm which recursively identifies

the indicators and the respective thresholds which are able to divide the region

into the relevant subregions such that each node, except the root, has either 0

or 2 children only. The term “recursively” indicates that every child node will,

in turn, become a parent node, unless it is a terminal node. The output of the

predictive model is a tree structure with one root node, at most two branches

departing from each parent node (hence “binary” tree partition), each branch

entering into a child node, and multiple leaves.

Let D ∈ Rq for some q ≥ 1 represent the spatial region, a (potentially infinite)

rectangle of Rq, i.e., D =
⊗K

k=1[ak, bk],− inf ≤ ak < bk ≤ inf. To divide D into K

distinct subregions {Dk1 ,Dk2 , . . . ,DkK}, such that D = ∪Ki=1Dki and Dk1 ∩Dk2 =

φ, ∀ k1, k2 ∈ k, k1 6= k2 where k = {k1, k2, . . . , kK} represents the external nodes

and Dj is the jth subregion, we propose a new binary-treed partitioning approach

that uses the available data information to divide D into smaller distinct, non-

overlapping subregions in which the distribution of the response variable becomes

more homogeneous and a simpler submodel can be fitted in each partition. In

this way, we can effectively address the nonstationarity in large spatial datasets.

In general, an ideal partitioning approach has two features: satisfactory parti-

tioning performance and computational efficiency, which require a good criterion

to measure the partitioning result and an effective and efficient solution to this

criterion. To introduce our partitioning criterion, let nDk1 and nDk2 denote the

number of locations in Dk1 and Dk2 respectively, we define the Ward’s dissimilar-

ity between two subregions k1 and k2 to be

d(Dk1 ,Dk2) =

[
nDk1nDk2
nDk1 + nDk2

(z̄Dk1 − z̄Dk2 )2

]
1

Ē
(4.4)
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where z̄Dk is the average of observations in subregion k and Ē = 1
nDk1

×nDk2

∑
si∈Dk1

∑
sj∈Dk2

||s i−

sj||2 is the average Euclidean distance between locations s i ∈ Dk1 and sj ∈ Dk2
where where the subregions share their boundaries.

There are alternative ways to calculate the dissimilarity between the subre-

gions other than Ward’s dissimilarity, such as

• Minimum dissimilarity : d(Dk1 ,Dk2) = mini,j{dij : s i ∈ Dk1 , sj ∈ Dk2}

• Maximum dissimilarity : d(Dk1 ,Dk2) = maxi,j{dij : s i ∈ Dk1 , sj ∈ Dk2}

• Average dissimilarity : d(Dk1 ,Dk2) = avgi,j{dij : s i ∈ Dk1 , sj ∈ Dk2}

However, it has been proven in previous studies that this choice of dissimilarity

divided the region into subregions more evenly, whereas the other dissimilarity

metrics tended to perform poorly because they produced unrealistic partition

sizes (Heaton et al. (2017)). Our trials confirm this.

Let l ∈ {1, . . . , q} and denote the lth coordinate axis in Rq by xl. Now,

to divide D into K smaller subregions {Dk1 ,Dk2 , . . . ,DkK}, we first choose a

threshold η, which is chosen depending on the data we have. Next, we divide

D into halves perpendicularly to each xl-axis ∀ l, such that we have two equal

subregions in each direction. After that, we calculate the dissimilarity dl in

each direction using (4.4). Then we choose the direction that maximizes the

dissimilarity. Finally, we stop if the maximum dissimilarity (ψl = max(dl)) is

smaller than η.

We apply this algorithm recursively; i.e., the subsequent steps of the algorithm

proceed similarly within each new subregion that doesn’t satisfy the condition

ψ < η. Partitioning is allowed only within any parent node, i.e., a split can not

go across the boundary of the parent partition. To make things more clear, as an

example of the partitioning criteria in q = 2 dimensions, we first start choosing
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a threshold η depending on the data we have. Then we divide the spatial region

into halves perpendicularly to x1-axis and x2-axis as shown in the following figure.

(a) Partitioning perp. to x2 (b) Partitioning perp. to x1

Figure 4.1: Partitioning into halves perpendicularly to each axis

After that, we calculate the dissimilarities in both directions; i.e, dx1 , dx2 and

then we split to the direction that maximizes the dissimilarity. So assuming

that dx1 > dx2 , we split to x1 (Figure 4.1(b)). Now, assuming that max(dl) =

dx1 > η, l = 1, 2, we continue. Finally, we repeat the algorithm in each new

subregion.

Denote the n input points of the data by D = {s1, . . . , sn}, such that each

subregion consists of D j input points and the corresponding output v j = (z j,y j).

Assuming that we end up with the partitioning shown in Figure 4.2(b) which is

also in q = 2 dimensions, the corresponding tree structure for this partitioning

example is shown in Figure 4.2(a), where the internal nodes in the tree denote

the parent subregions generated during the partitioning process and the terminal

nodes denote the final subregions.
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(a) T : diagram. (b) T : graphically

Figure 4.2: An example of the partitioning criteria in q = 2 dimensions in two
forms (a) T : diagram and (b) T : graphically

On the other hand, calculating Ē requires a storage of the order of n2 which

may hinder the application of this approach for large datasets. To avoid this

problem, we replace it by ˜̄E which is an estimate of the average Euclidean distance

between the partitions, and it is calculated by averaging the pairwise distances

for r selected location samples where r � n, i.e., ˜̄E = 1
r×r

∑
s̃i∈Dk1

∑
s̃j∈Dk2

||s̃ i −

s̃j||2 where s̃ i ∈ Dk1 and s̃j ∈ Dk2 represents the samples from Dk1 and Dk2
respectively, with s̃ i

v
∼ s̃j, as we know from the law of large numbers if we take

independent and identically distributed samples from the space, then the sample

average converges in probability towards the expected value. Our results confirm

this finding.

The law of large numbers states that large random samples are almost al-

ways representative of the population. To show that the samples have the same

distribution as the population, we plot the histogram of the samples and the pop-

ulation as in Figure 4.3, it seems that they both belong to the same distribution.

Now, from Chebyshev’s inequality:

P(| ˜̄E − Ē|> ε) ≤ var( ˜̄E)

ε2
=

σ2

rε2
→ 0 as r →∞
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(a) Pairwise Euclidean distance origi-
nal distribution

(b) Pairwise Euclidean distance sam-
ples distribution

Figure 4.3: Pairwise Euclidean distance distribution

There are many options to select these location samples; one possible way to

select them is by picking them randomly. Another more precise strategy is to use

conditioned Latin Hypercube Sampling (cLHS) to select the samples (Minasny

and McBratney (2006)). This sampling procedure provides an efficient method to

obtain representative samples from feature space: given n locations with data z ,

select r sample locations (r � n) such that the sampled sites of the sub-sample

z ∗ form a Latin hypercube. We select the samples based on the latter strategy.

The threshold value of η is closely related to the number of the partitions. A

big value of η produces fewer partitions while a small value produces more parti-

tions. One way is to choose η such that we get a reliable number of subregions;

another more consistent way, which is our choice, is to stop once ψj = max(dxl),

∀ l ∈ {1, . . . , q} doesn’t drop too much between each partitioning step, i.e., if

|ψj−1 − ψj|≈ |ψj−2 − ψj−1|, where j denote the partitioning step. This means

that we have reached a stationary field, i.e., the phenomenon behavior doesn’t

vary rapidly over the spatial subdomain (homogeneous across locations). An al-

ternative way is to predefine the number of partitions and stop once we reach

that number.

The algorithm can be summarized in the following steps:
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Algorithm 1: Partitioning Algorithm

1 Choose a threshold η, where η is chosen depending on the data we have.;

Step I : Divide the spatial region into halves perpendicularly to each

xl-axis ∀ l ∈ {1, . . . , q}.

Step II : Calculate the dissimilarity (dxl) in each direction.

Step III: Split to the direction that maximizes the dissimilarity.

Step IV: Compare ψj = max(dxl), ∀ l ∈ {1, . . . , q} with η where j denote

the partitioning step.

2 if ψj < η then

3 STOP;

4 else

5 Go to StepI;

6 end

An example of partitioning the region prior MCMC includes Heaton et al.

(2017) who proposed a spatially-partitioned GP model where the spatial region

is divided into distinct subregions using spatial hierarchical partitioning of obser-

vations, and the conditional independence between the subregions is assumed to

reduce the computational demand needed to fit each model. Partitioning based

nonstationary modeling approach has the particularity that it handles the nonsta-

tionarity without providing a global nonstationary spatial dependence structure

model. Nevertheless, this approach also faces some challenges for large datasets

because of the need of evaluating Ē between partitions which requires O(n2)

memory storage and becomes computationally prohibitive when n is very large.

In our proposed approach, we avoid the computational complexity of calcu-

lating Ē by replacing it with ˜̄E, which is calculated by averaging the pairwise

distances for r = 800 selected samples using cLHS so that our proposed approach

requires O(r2) � O(n2) memory storage. We tried more that 800 samples,

however, our trials confirms that this is large enough to get a consistent approx-
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imation of Ē. Note that this is not applicable in the partitioning methodology

proposed by Heaton et al. (2017) since it deals with partitioning the observations

and not the regions.

Now, our main goal is to estimate the parameters Θ = {β, τ 2,θ} based on the

observations and to predict the responses at a set of new locations. Model fitting

and prediction through either classical or Bayesian approaches require evaluation

of the log-likelihood, which involves repeatedly calculating the inverse and de-

terminant of large, dense and unstructured n × n matrix that typically requires

n3 operations and a storage of the order of n2. However, memory limitations

and computational complexity grow with matrix size and makes it impractical to

use those approaches for large datasets. Therefore, we introduce Scalable NNGP

Models in the following Section which can handle nonstationary as well as large

datasets.

4.3 Scalable Bayesian Inference for Tree Models

Conditional on treed region partition, the global nonstationary covariance is knit-

ted together using the local covariances in each subregion. Although partitioning

GP models can reduce the computations to a certain degree as the inversion of

the smaller subcovariance matrix in each subregion is faster than the inversion

of the global covariance matrix, the computational roadblock is inevitable as the

sample size becomes very large. In order to obviate this obstacle, we combine the

partitioning approach for nonstationarity with techniques like NNGP to improve

the computation times.

Despite its good properties, we observed that, under the assumption that C is

any stationary class of covariance function, then SNNGP doesn’t perform well in

case of large, nonstationary field as shown in the simulation experiment results

given in Chapter (5). The main contribution of this Section is to introduce
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a computationally tractable methodology that has the ability to capture the

nonstationary nature of the process. Assume that the spatial region D is divided

into a union of K distinct subregions Di, for i = 1, . . . , K, such that each s ∈ D

lies in exactly one of the Di and D = ∪Ki=1Di, Di ∩ Dj = φ, ∀ i 6= j, corresponds

to the tree structure T described in Section (4.2). We propose various choices for

modeling the nonstationarity using NNGP models in the following two Sections.

4.3.1 Joint Nonstationary NNGP (JNSNNGP) Model

In this Section, we consider relaxing the stationarity assumption on y using the

approach introduced by Paciorek and Schervish presented in Section (4.1). The

reason for this choice is that this class of nonstationary covariance function is

flexible, as it allows the variance, smoothness, and geometric anisotropy of y to

vary across space while maintaining a closed form. In addition, it is easy to use,

can link pairwise GPs to create a global GP model and has been used in different

forms throughout the literature.

Assume that D is partitioned into K distinct subregions {D1,D2 . . . ,DK}

using a tree T such that each subregion Dj has its own locations, observations

and parameters. This leads to the partitioning of {z ,y ,H,S} such that

z = (z T1 , z
T
2 , . . . , z

T
K)T , y = (yT1 ,y

T
2 , . . . ,y

T
K)T , H = (HT

1 ,H
T
2 , . . . ,H

T
K)T ,

S = {s11, s12, . . . , s1n1 , s21, s22, . . . , s2n2 . . . , sK1, sK2, . . . , sKnK},

where z j denote the observations and y j is a stationary spatial processes both of

which are associated to the jth subregion, nj denote the number of data points

within that subregion such that
∑K

j=1 nj = n, Hj consists of nj × pj vector of

basis functions. These partitioned components, {Hj, z j}, are used to estimate

the parameters Θj = {βj, τ 2
j ,θj} which denotes the parameters of the GP of the

jth external node so that

β = (βT1 ,β
T
2 , . . . ,β

T
K)T , θ = (θ1,θ2, . . . ,θK)T , τ 2 = (τ 2

1, τ
2
2, . . . , τ

2
K)T ,
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βj = (β1, . . . ,βpj)
T is the vector of unknown linear regression coefficient of di-

mension pj × 1, θj := {σj,νj,φj} are the region-specific covariance parameters,

τ 2
j is the nugget for subregion j, and S represents the locations in the whole

region.

To build the global nonstationary covariance function for y , we link piecewise

partitions using a special case of (4.2) where the parameters vary from subregion

to subregion and not from location to location:

CNS(s i, sj) = σξ(si)σξ(sj)|Ωξ(si)|
1
4 |Ωξ(sj)|

1
4

∣∣∣∣Ωξ(si) + Ωξ(sj)

2

∣∣∣∣− 1
2

ρS
(
−
√
Mij

)
,

(4.5)

for i, j = 1, . . . , n, where the kernel covariance matrices Ωξ(si) and the standard

deviations σξ(si) as a step function, with ξ(s i) ∈ {1, . . . , K} indicates the subre-

gion that s i belongs to, say, ζ.

ξ(s i) =


1, s i ∈ D1

...

K, s i ∈ DK

Each subregion has its corresponding kernel matrix and standard deviation, i.e.,

{Ωξ(si), i = 1, . . . , n} ∈ {Ωj, j = 1, . . . , K} and {σξ(si), i = 1, . . . , n} ∈ {σj, j =

1, . . . , K}. To be more specific, M(s i, sj) = (s i − sj)
T

(
Ωξ(si)+Ωξ(sj)

2

)−1
(s i −

sj) is the weighted Mahalanobis distance between s i and sj, with Ωξ(si) =φ1ξ(si)
0

0 φ2ξ(si)

 represents the nonstationary kernel matrix (often called the

anisotropy matrix) that model the decay of spatial dependence in subregion ζ,

φ1ξ(si)
is the decay in direction x1, σξ(si) is the standard deviation of the subregion

ζ.

The log-likelihood can be written as a function of the matrix z :
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logL(z |Θ) = const− 1

2
log|Σ|−1

2
(z −Hβ)TΣ−1(z −Hβ) (4.6)

with

Σ = CNS + ∆n

where

CNS =


C 1(σ1,Ω1) C 12(σ1,Ω1, σ2,Ω2) . . . C 12(σ1,Ω1, σK ,ΩK)

C 21(σ2,Ω2, σ1,Ω1) . . . . . . C 2K(σ2,Ω2, σK ,ΩK)
...

...
. . .

...

CK1(σK ,ΩK , σ1,Ω1) CK2(σK ,ΩK , σ2,Ω2) . . . CK(σK ,ΩK)


and

∆n =


τ 2
1 0 . . . 0

0 τ 2
2 . . . 0

...
...

. . .
...

0 0 . . . τ 2
K



with C j(σj,Ωj) represents covariance matrix that describes the local spatial de-

pendence within subregion j, C ij(σi,Ωi, σj,Ωj) denotes the cross-covariance ma-

trix between subregion i and j, ∆n is a diagonal error variance matrix with equal

nugget within each subregion and CNS is the global covariance matrix induced

by the nonstationary covariance function CNS defined in (4.5).

To reduce the computational overhead of matrix operations associated with

the very large global covariance matrix CNS, we create, under this model, a

sparse approximation of CNS by applying NNGP instead of GP and link pairwise

NNGPs to build the global nonstationary covariance matrix C̃
NS

of size n × n.
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As mentioned before, other approaches can be applied to deal with the large

datasets problem.

To be more specific, let Sn = S be a fixed collection of distinct locations

called reference set (assuming to be the same as observed locations), if y =

(yT1 , . . . ,y
T
K)T is the vector of all spatial processes in subregions D1 . . .DK , the

likelihood of y under JNSNNGP model is given by

L̃NS
(y ; Θ) =

n∏
i=1

N (y(s i)|RNS
si

yN(si)
,ΛNS

si
; Θ) (4.7)

where RNS
si

= CNS
si,N(si)

{CNS
N(si),N(si)

}−1, yN(si)
consisting of neighbors of s i in

the globe and ΛNS
si

= CNS(s i, s i) − CNS
si,N(si)

{CNS
N(si),N(si)

}−1CNS
N(si),si

, where

CNS
N(si),N(si)

is the m×m nonstationary covariance matrix of yN(si)
and CNS

si,N(si)

is the n × m nonstationary cross-covariance matrix between y si
and yN(si)

.

Under this construction, our model is now given by:

z (s) = h(s)Tβ + y(s) + ε(s), y(s) ∼ JNSNNGP(0, C̃
NS

(., .)) (4.8)

and

z = Hβ + y + ε, y ∼ N (0, C̃
NS

) (4.9)

where C̃
NS

is sparse with at most nm(m+1)
2

nonzero entries and m is typically

small (m ≈ 20). So, we need to store n small m × m distance matrices which

reduce the memory storage to nm2.

Bayesian Inference and Computation

To generate samples from the posterior distribution and conduct the statistical

inference with respect to the model parameters, we take a Bayesian approach

and use MCMC algorithm. The Bayesian approach assigns prior distributions to

Θ = {β, τ 2,θ} and the MCMC algorithm is used to draw samples of the model
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parameters from the posterior distribution π(Θ|z ) ∝ L(z |Θ)π(β)π(τ 2)π(θ). For

prior distributions of β, τ 2, and θ, we assume

β ∼ N (µβ,Σβ), τ 2 ∼ IG(aτ , bτ ), θ ∼ π(θ)

where {µβ,Σβ, aτ , bτ} are constants, and IG denotes the inverted gamma distri-

bution, the inverse of a gamma distribution, so that IG(α1, α2) has expectation

α2

α1−1 .

When modeling complicated processes in the presence of data, it is useful to write

the hierarchical model due to their flexibility and power to fit models that would

be rendered intractable by classical approaches. The hierarchical representation

of our model corresponding to (4.9) is now given by:

z = HTβ + y + ε, y ∼ N (0, C̃
NS

),

ε ∼ N (0,∆n), τ 2 ∼ IG(aτ , bτ ),

β ∼ N (µβ,Σβ), θ ∼ π(θ)

and the joint probability density function can be written as

π(θ)×IG(τ 2|aτ , bτ )×N (y |0, C̃NS
)×N (β|µβ,Σβ)×

n∏
i=1

N (z (s i)|h(s i)
Tβ+y(s i), τ

2)

(4.10)

where β = (βT1 ,β
T
2 , . . . ,β

T
K)T , τ 2 = (τ 2

1, . . . , τ
2
K) and θ = (θ1, . . . ,θK).

Now, to estimate the parameters in the proposed model, Bayesian inference

is carried out by sampling from the posterior distribution π(Θ|z ) of all unknown

parameters and spatial random effects, which is proportional to (4.10) and we

implement the MCMC estimation procedure T times to obtain T MCMC samples

for {β,θ, τ 2} using the Algorithm described in the following four steps:
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Algorithm 2: Gibbs Sampler with Metropolis step for JNSNNGP model

for t = 1 to T do

Step 0: Initialize counter t = 0 and give initial values to the parameters.

Step 1: Update the distribution of β ∼ N (Σ∗βµ
∗
β,Σ

∗
β), where

Σ∗β = (Σ−1β + HT∆−1n H)−1 and µ∗β = Σ−1β µβ + HT∆−1n (z − y)

Step 2: Update the distribution of τ 2 ∼ IG with parameters aτj + n
2

and

bτj + 1
2
(z ∗j − h∗jβ − y)T (z ∗j − h∗jβ − y), where z ∗j refers to the n× 1

vector containing the jth coordinates of the z ’s, and h∗j is the

corresponding vector of basis functions.

Step 3: Update the distribution of y ∼ N (Σ∗yµ
∗
y,Σ

∗
y), where

Σ∗y =
(
∆−1n + {C̃NS}−1

)−1
and µ∗y = ∆−1n (z −Hβ).

Step 4: Update θ using random walk Metropolis step with

π(θ)×N (y |0, C̃NS
) as a target and with a log-normal proposal

distribution.

end for

The parameters in Algorithm (2) are updated jointly; i.e., each parameter is

updated K times in each MCMC iteration, which makes this approach even

slower than the stationary case. Turning to predictive inference, to predict

z (s0) at any arbitrary spatial location s0 given h(s0), we first generate sam-

ples from y(s0) ∼ N (VNS
s0
µNSs0

,VNS
s0

), where µNSs0
= ∆−1n (z (s0) − h(s0)

Tβ) +

{ΛNS
s0
}−1RNS

s0
yN(s0)

and VNS
s0

=
(
∆−1n + {ΛNS

s0
}−1
)−1

, then we get samples of

z (s0)|z from N (h(s0)
Tβ + y(s0),∆n). Using this model will improve the accu-

racy in inference and prediction. However, this improvement renders the model

computationally more demanding for large datasets.

4.3.2 Independent Nonstationary NNGP (INSNNGP) Model

As we show in the previous Section, JNSNNGP involves matrix operations of

very large global covariance matrix. This computational issue will be further
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exacerbated within MCMC implementation because of the need of drawing a

large number of samples from the posterior distribution for a reliable inference

and that such matrix computations are required in each draw, rendering them

intractable for large datasets. To tackle this problem, in this Section we develop a

computationally feasible inference for large nonstationary datasets by partitioning

the spatial region using a new binary tree approach. We define a tree-partitioned

NNGP model by assuming conditional independence between the subregions and

allowing local covariance parameters to be estimated within each subregion. In

doing that, we avoid the global covariance matrix and perform fast estimation

for large n.

To be more exact, let Snj = {sj1, sj2, . . . sjnj} be a fixed collection of distinct

locations in Dj called reference set with nj represent the number of data points

within that subregion such that
∑K

j=1 nj = n, the likelihood of y j for the jth

subregion under INSNNGP model is given by

L̃j(y j|Θj) =

nj∏
i=1

N (y j(s i)|Rj
si
y j,N(si)

,Λj
si

; Θj) (4.11)

where y j,N(si)
consisting of neighbors of s i in subregion j, Rj

si
= C j

si,N(si)
{C j

N(si),N(si)
}−1

and Λj
si

= C j(s i, s i)−C j
si,N(si)

{C j
N(si),N(si)

}−1C j
N(si),si

, where C j is the covari-

ance matrix induced by the stationary covariance function Cj defined in (2.1).

The likelihood can be rewritten as a function of the matrix z j:

log L̃j(z j|Θj) = const− 1

2
log|Σ̃j|−

1

2
(z j −Hjβj)

T Σ̃
−1
j (z j −Hjβj) (4.12)

where z j is the vector of observations at locations {sj1, sj2, . . . sjnj} within the

jth subregion, Σ̃j = C̃ j + ∆nj is an nj ×nj covariance matrix of subregion j, and

Θj = {βj, τ 2
j ,θj} represents the set of unknown parameters of the SNNGP of the

jth external node. Assuming conditional independence between the subregions,
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we model each partition with SNNGP and the joint likelihood defined on the

whole spatial region D is

L(z |Θ) =

n1∏
i=1

L̃1(z 1(s i)|Θ1) + · · ·+
nK∏
i=1

L̃K(zK(s i)|ΘK)

=
n∏
i=1

K∑
j=1

L̃j(z j(s i)|Θj)δ{Dj}(s i)

(4.13)

where Θ = (Θ1, . . . ,ΘK), and δ{Dj}(s i) is the Kronecker delta, which is equal to

1 if s i ∈ Dj and 0 otherwise.

The key difference between the Bayesian inference under this model and the

joint one described in the previous Section is that we update the parameters

independently using the data in each subregion. Our model under (4.11) is now

given by:

z j(s) = hj(s)Tβj(s) + y j(s) + εj(s), y j(s) ∼ SNNGP(0, C̃
j
(., .)) (4.14)

and

z j = HT
j βj + y j + εj, y j ∼ N (0, C̃

j
) (4.15)

where C̃
j

is sparse with at most nj
m(m+1)

2
nonzero entries and m is typically

small (m ≈ 20). So, we need to store nj small m ×m distance matrices which

reduce the memory storage to njm
2,

Bayesian Inference and Computation

Given a treed model T with K partitions, the hierarchical representation of our

model under INSNNGP model is
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z j = HT
j βj + y j + εj, y j ∼ N (0, C̃ j),

εj ∼ N (0, τ 2
jInj), τ 2

j ∼ IG(aτj , bτj),

βj ∼ N (µβj ,Σβj) θj ∼ π(θj)

and the joint probability density function for each subregion can be written as

π(θj)×IG(τ 2
j |aτj , bτj)×N (y j|0, C̃ j)×N (βj|µβj ,Σβj)×

nj∏
i=1

N (z j(s i)|hj(s i)Tβj+y j(s i), τ
2
j)

(4.16)

for j = 1, . . . , K, where z j denote the observations and y j is a stationary spatial

processes both of which are associated to the jth subregion, hj consists of nj × pj
vector of basis functions, βj = (β1, . . . ,βpj)

T is the vector of unknown linear

regression coefficient of dimension pj × 1, C̃
j

is sparse covariance matrix that

depends upon region-specific parameters θj and τ 2j is the nugget for subregion j.

Now, to explore the posterior distributions of the unknown parameters and

the spatial random effects in the treed models, Bayesian inference is carried out

by sampling from the posterior distribution π(Θj|z j), j = 1, . . . , K which is pro-

portional to (4.16) and we implement the MCMC estimation procedure indepen-

dently T times in each subregion j to obtain T MCMC samples for {βj,θj, τ 2j }

using the Algorithm described in the following four steps:
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Algorithm 3: Gibbs Sampler with Metropolis step for INSNNGP model

for t = 1 to T do

Step 0: Initialize counter t = 0 and give initial values to the parameters.

Step 1: Update the distribution of βj ∼ N (Σ∗βkj
µ∗βkj

,Σ∗βkj
), where

Σ∗βkj
= (Σ−1βkj

+ HT
j ∆−1nj Hj)

−1 and µ∗βkj
= Σ−1βkj

µβkj
+ HT

j ∆−1nj (z j − y j)

Step 2: Update the distribution of τ 2
j ∼ IG with parameters aτj +

nj
2

and

bτj + 1
2
(z j∗r − hj∗rβj − y j)

T (z j∗r − hj∗rβj − y j), where z j∗r refers to the

nj × 1 vector containing the rth coordinates of the z j’s, and h∗r is the

corresponding vector of basis functions.

Step 3: Update the distribution of y j ∼ N (Σ∗ykj
µ∗ykj

,Σ∗ykj
), where

Σ∗ykj
=
(
∆−1nj + ˜C−1kj

)−1
and µ∗ykj

= ∆−1nj (z j −Hjβj).

Step 4: Update θj using random walk Metropolis step with

π(θj)×N (y j|0, C̃ kj) as a target and with a log-normal proposal

distribution.

end for

Turning to predictive inference, there are two ways to predict z (s0) at any

arbitrary spatial location s0 given h(s0). The first way is to predict z j(s0) inde-

pendently in each subregion. To do that we first generate samples from y j(s0) ∼

N (Σj
s0
µjs0 ,Σ

j
s0

), where µjs0 = ∆−1nj (z j(s0)−hj(s0)
Tβk)+{Λj

s0
}−1Rj

s0
y j,N(s0) and

Σj
s0

= (∆−1nj +{Λj
s0
}−1)−1, then we get samples of z j(s0)|z j from N (hj(s0)

Tβj+

y j(s0),∆nk). The second way is to predict z j′s(s0) jointly. To do that we first

generate samples from y(s0) ∼ N (ΣNS
s0
µNSs0

,ΣNS
s0

), where µNSs0
= ∆−1n (z (s0) −

h(s0)
Tβ) + {ΛNS

s0
}−1RNS

s0
yN(s0)

and ΣNS
s0

= (∆−1n + {ΛNS
s0
}−1)−1, then we get

samples of z (s0)|z from N (h(s0)
Tβ + y(s0),∆n). More details about this op-

tion are presented in the previous Section.
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4.3.3 Model Comparison

We choose to work with the INSNNGP model because of its attractive computa-

tional property. On the other hand, we can still build the global nonstationary

covariance without the independence assumption across the subregions and use

the JNSNNGP model as discussed in Section (4.3), however, this is computation-

ally expensive as we show in the simulation experiment in Chapter (5) and the

difference in accuracy between this model and the independent one is negligible.

In addition, we observe that the covariance parameter estimations based on the

local fitting method do not differ too much from those obtained using the global

covariance model fitting. Moreover, comparing with the SNNGP, the computa-

tional complexity is reduced from O(nm3) to O(n∗m3), and the total storage is

reduced from O(nm2) to O(n∗m2) where n∗ = max(n1, n2, . . . , nK) << n and K

is the total number of subregions.
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Chapter 5

Numerical Results

5.1 Evaluation Criteria

Given that prediction is often the major inferential interest of spatial statistics,

the different models fit in this Section and the next will be compared in terms of

out-of-sample prediction. Models can be compared using standard model com-

parison metrics, here we use the root mean squared prediction error (RMSPE)

which is given in the following formula√√√√L−1
L∑
l=1

(
z (s0,j)− J−1

J∑
j=1

z j(s0,j)

)2

,

where z (s0,j) is the jth held-out observed value and J−1
∑J

j=1 z
j(s0,j) is the corre-

sponding predicted posterior mean. Smaller RMSPE indicates better predictions.

5.2 Simulation Study

This Section illustrates our proposed approach using simulated data and examines

the performance of our INSNNGP model by comparing it with the JNSNNGP,

SNNGP, stationary FGP (SFGP) and nonstationary FGP (NSFGP). All the
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samplers were implemented in Matlab software and the computations were carried

out using facilities of the Ohio Supercomputing Center (OSC).

First, we examined the accuracy of the proposed partitioning approach through

a simple example. Let the spatial region D be the unit square [0, 1]2, divide D into

two subregions D1 = [0, 1]× [0, 0.3], D2 = [0, 1]× (0.3, 1], then we simulate data

within each subregion where parameter values are different in each subregion.

The partitioned region using this approach will look like Figure 5.1. A possible

improvement for the partitioning approach is to combine the two subregions that

have minimum dissimilarity. Nonetheless, it still partitions the region into rela-

tively stationary subregions. This illustrates that our approach can handle the

case when the original data is not simulated in subregions that are halves.

Figure 5.1: Partitioned Spatial field.

Second, we investigated the efficiency and accuracy of the proposed approach

through a synthetic numerical case. Let the spatial region D be the unit square

[0, 1]2, divide D into two subregions D1 = [0, 1] × [0, 0.5], D2 = [0, 1] × (0.5, 1]

as in Figure 5.3a. Assume that our model is z = µ + y + ε, where µ assumed

to have a common intercept and a single covariate drawn from the standard

normal distribution, y(.) denote the spatial effects generated from GP(0, C2(., .)),
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C2 denotes nonstationary anisotropic exponential covariance function

C2 =

 CNS(σ1,Ω1) CNS(σ1,Ω1, σ2,Ω2)

CNS(σ2,Ω2, σ1,Ω1) CNS(σ1,Ω1)



with Ωj =

φj1 0

0 φj2

, j = 1, 2 controlling the decays in each subregion, ε ∼

N

0,

τ 2
1 0

0 τ 2
2

 with τ 2
1, τ

2
2 represent the nuggets in each subregion, and σ1,

σ2 are the standard deviations in each subregion. The first column in Table 5.1

presents the true parameter values that were used to generate the data.

We simulate 1,250 data in 1,250 random locations within each subregion where

different set of covariance parameters used in each subregion, so that we have a

heterogeneous spatial domain. To assess predictive performance, 500 observa-

tions (i.e., 20%) were selected randomly to serve as a holdout set and used as

test data, while the remaining 2,000 observations were used as training data to fit

each model and predict at the 500 test data locations. We estimate covariance pa-

rameters of the following candidate models: SFGP, NSFGP, SNNGP, INSNNGP

and JNSNNGP. All estimates were calculated from a sample of 25,000 MCMC

iterations following a burn-in period of 5,000 iterations, the 2,000 training data

we used were sorted with respect to the y-coordinate and models were compared

using RMSPE.

We complete the Bayesian hierarchical specification by assigning prior distri-

butions to the model parameters. We assign a multivariate normal, N (0, 1000I2),

prior distribution for β. In addition, we use Inverse-Gamma priors for the spatial

and noise variances σ2 and τ 2, i.e., IG(2, 1) and IG(2, 0.1) respectively, and each

of the decay parameters φ1 and φ2 received uniform prior support U(0.0001, 30).
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Name True SFGP SNNGP(m = 20)

β0 1 1.0001 (0.9849, 1.0153) 1.0410 (0.8155, 1.2933)
β1 5 5.0000 (4.9854, 5.0150) 5.0034 (4.9779, 5.0292)
φ11 22 7.6064 (5.5472, 9.8401) 9.8692 (7.8468, 11.9357)
φ12 2 * *
φ21 2 24.0723 (17.6691, 29.2208) 26.3771 (21.2778, 29.7211)
φ22 22 * *
σ2
1 1 1.3224 (1.0942, 1.7097) 1.2373 (1.0775, 1.4744)
σ2
2 2 * *
τ 21 0.1 0.1194 (0.0921, 0.1489) 0.1056 (0.0775, 0.1356)
τ 22 0.1 * *
RMSPE * 0.65 0.65
Time (hrs) * 31.76 2.94

Table 5.1: Parameter estimates, hold-out RMSPE and run-time (wall time) in
hours for SFGP and SNNGP models using anisotropic exponential covariance.
Parameter posterior summary 50 (2.5, 97.5) percentiles.

Name True NSFGP INSNNGP(m = 20) JNSNNGP(m = 20)

β01 1 0.9998 (0.9375, 1.0630) 0.8226 (0.3522, 1.1841) 0.8946 (0.5094, 1.2517)
β02 1 * 0.8771 (0.4307, 1.2459) *
β11 5 5.0004 (4.9410, 5.0608) 5.0086 (4.9805, 5.0371) 5.0029 (4.9812, 5.0244)
β12 5 * 4.9975 (4.9651, 5.0318) *
φ11 22 23.7250 (14.9510, 29.5727) 25.9406 (15.0094, 29.7907) 24.7867 (15.6172, 29.6868)
φ12 2 2.6418 (1.6210, 3.7197) 3.2277 (1.7910, 4.4285) 3.0102 (1.8708, 4.2724)
φ21 2 1.9247 (1.2580, 2.6111) 2.0540 (1.3588, 2.8237) 1.5558 (0.9115, 2.1720)
φ22 22 22.6250 (15.0593, 29.1362) 24.8314 (17.5769, 29.6257) 20.3356 (12.0978, 27.3288)
σ2
1 1 0.7460 (0.5565, 1.1472) 0.7183 (0.5565, 1.1345) 0.7405 (0.5484, 1.1089)
σ2
2 2 1.9547 (1.4688, 2.7829) 1.7834 (1.3969, 2.4370) 2.1277 (1.6420, 3.3989)
τ 21 0.1 0.1203 (0.0965, 0.1465) 0.1107 (0.0883, 0.1353) 0.1145 (0.0961, 0.1337)
τ 22 0.1 0.1073 (0.0783, 0.1387) 0.1111 (0.0798, 0.1465) 0.1043 (0.0860, 0.1238)
RMSPE * 0.48 0.48 0.49
Time (hrs) * 60.10 1.45 8.10

Table 5.2: Parameter estimates, hold-out RMSPE and run-time (wall time) in
hours for NSFGP, INSNNGP and JNSNNGP models using anisotropic exponen-
tial covariance. Parameter posterior summary 50 (2.5, 97.5) percentiles.
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(a) RMSPE with m (b) Time with m

Figure 5.2: Summary of candidate models’ (a) computation time and (b) hold-out
set RMSPE for varying choices of m.

The results of the simulation are summarized in Tables 5.1 — 5.2 and Fig-

ures 5.2 — 5.4. From Tables 5.1 — 5.2 and Figures 5.3 — 5.4, we can see that

the nonstationary models outperform the stationary models in terms of accuracy

and estimating the full covariance. Specifically, NSFGP provide better spatial

estimates and standard errors than those based on a misspecified stationary co-

variance structure in Table 5.1. However, NSFGP is computationally expensive,

so we need a more flexible model that deal with large as well as nonstationary

datasets. Table 5.2 shows that INSNNGP model yields huge computational gains

over JNSNNGP, SNNGP, SFGP and NSFGP model.

Moreover, the estimates of the covariance parameters using INSNNGP model

are compared well with the results from the JNSNNGP and NSFGP and need a

shorter time to achieve. Prediction accuracy for INSNNGP is the same as NSFGP

and slightly smaller (better) than JNSNNGP. Overall, we can see a superior com-

putational efficiency for INSNNGP over the NSFGP and JNSNNGP. Addition-

ally, the results indicate that misspecified covariance structure in the SNNGP can

have a substantial impact on prediction accuracy, while the INSNNGP is faster,

more flexible and robust.
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(a) Partitioned Spatial Region (b) SFGP (c) SNNGP

(d) NSFGP (e) JNSNNGP (f) INSNNGP

Figure 5.3: Partitioned region and spatial predicted surface using the candidate
models

(a) SFGP St. Dev. (b) SNNGP St. Dev.

(c) NSFGP St. Dev. (d) JNSNNGP St. Dev. (e) INSNNGP St. Dev.

Figure 5.4: Uncertainties in data
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Applying INSNNGP model and SNNGP model with m = 10 to the data

described in the first example of this chapter as in Figure 5.1, and the MCMC

proceeds similarly to the last example, the RMSPE for INSNNGP is 0.5489 while

it is 0.6681 for SNNGP which illustrates that INSNNGP model is also more

accurate than SNNGP in this case and needs much less time to achieve.

Finally, back to the deterministic example described in Section (3.3), our aim

now is to see the affect of applying the INSNNGP model to the deterministic

data. To start, we apply our partitioning approach described in Section (4.2). In

doing that, the deterministic region will be divided into four stationary indepen-

dent subregions as shown in Figure 5.5(b). After that, we apply the INSNNGP

model and predict in each resulted subregion separately. The predicted region is

presented in Figure 5.5(a) and the RMSPE will be reduced to 0.0037 compared

with 0.0053 in the SNNGP which also indicate that the INSNNGP model is more

accurate and robust than SNNGP with the shorter run time advantage of the

INSNNGP model.

(a) Partitioned deterministic data (b) Predicted deterministic field using
INSNNGP with m = 10

Figure 5.5: Partitioning and predicting deterministic data
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5.3 Application

Total Ozone Mapping Spectrometer (TOMS) “Level 2” data. In this

Section, we discuss the results when we applied our proposed INSNNGP model

class to analyze the Level 2 (ungridded) TOMS data. On October 24, 1978, the

National Aeronautics and Space Administration (NASA) launched the Nimbus-7

satellite. This satellite carried a TOMS instrument that measured Total Column

Ozone (TCO) daily from November 1, 1978 to May 6, 1993, with the purpose

of obtaining daily high-resolution global maps of atmospheric ozone. Nimbus-7

satellite followed a nearpolar, Sun-synchronous orbit with an orbital frequency

of 13.825 orbits a day (about 104 minutes). As the satellite orbited, a scan-

ning mirror repeatedly scanned across a track about 3000 km wide, each track

yielding 35 TCO observations. This version of the data is known as Level 2

and is available online from NASA at https://acdisc.gesdisc.eosdis.nasa.

gov/data/Nimbus_7_TOMS_Level2/TOMSN7L2/. Ozone data typically collected

via strip sampling, leaving large swaths of the ozone domain unmeasured by in-

strument, also due to the fact that TOMS required sunlight to operate, there are

periods of missing data because of local polar winters (darkness) in addition to

the usual data dropout problems associated with spacecraft observations. These

regions are visible as gaps in various realizations of the data, and our purpose

is to fill in these gaps. In particular, all observations available from May 1st,

1990 in the spatially and temporally irregular Level 2 version of the dataset are

used. Level 2 data often have a significant number of missing observations due

to the cloud and tropospheric aerosol contaminations. We restrict our attention

to pixels with latitude from 70◦ S to 70◦ N to circumvent dealing with huge

variations in data and poor data quality. This dataset contains approximately

190,000 observations within the chosen latitude band. The dataset is plotted in

Figure 5.6.
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Figure 5.6: TOMS ozone field L2 data, May 1, 1990.

By applying the approach described in Section (4.2), the study region will be

divided into 13 stationary independent subregions as shown in Figure 5.7. As

we can see from the figure, we have more splits and a larger number of subre-

gions in the northern pole than any other area in the globe, which may indicate

stronger heterogeneity in this area than elsewhere. In fact, this is obvious from

Figure 5.6. Also, most of the partitioning are horizontally due to the fact that the

Ozone data exhibits strong dependence on latitude but shows a weak dependence

with longitude (Jun and Stein (2008)). In fact, corr(z , latitude) = 0.570 (signif-

icantly correlated) while corr(z , longitude) = 0.049 (significantly uncorrelated).

Table 5.3 illustrates the partitioning effect on the dependence with latitude:

Part(i) corr(z i, latitude)
1 -0.1507
2 0.1996
3L -0.1605
3R 0.0181
5 0.2393
6 0.2438
7 0.2901
8 0.2178
9 0.2041
10 0.0038
11 0.0357
12 0.0655
13 -0.0211

Table 5.3: Correlation between Ozone and latitude in each partition, all of the
partitions were significantly uncorrelated with latitude
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Figure 5.7: Partitioned data space

Figure 5.8: L3 predicted data using INSNNGP model
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(a) β0 (b) β1 (c) β2

(d) φx (e) φy (f) σ2

(g) τ2

Figure 5.9: The box-plots of the posterior samples for the covariance parameters
in the subregions as a function of latitude

We then estimated the SNNGP and the INSNNGP models both with m = 10

neighbors. To assess predictive performance, observations in four blocks were

selected randomly over the study region to serve as a holdout set as shown in

Figure 5.10 while remaining observations were used to fit the models. We used

Level 2 data to predict Level 3 data which are gridded with 1◦ latitude by 1.25◦

longitude horizontal resolution for latitudes between 70◦ S and 70◦ N (288× 180

grid). We then follow MCMC algorithms to run a total of 25,000 iterations with

a burn-in period of 5,000, the observation locations we used were sorted with
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respect to the x-coordinate. Models were compared using RMSPE.

Figure 5.10: Data blocks

We complete the Bayesian hierarchical specification by assigning prior distri-

butions to the model parameters. We assign a multivariate normal, N (0, 1000I3),

prior distribution for β while the variance components i.e., σ2 and τ 2, are assigned

Inverse-Gamma priors IG(2, 1) and IG(2, 0.1) respectively, and each of the decay

parameters φ1 and φ2 received uniform prior support U(0.00001, 3).

Figures 5.11-5.16 describe the predicted data, differences between real and

predicted data and the corresponding uncertainties in the blocks. The results

illustrate that our approach greatly reduced the uncertainties and from the results

in Table 5.4, we can see that our approach greatly reduced the cost, facilitating

computation and more accurate than SNNGP for large nonstationary datasets.

Figure 5.11: L2 (Blocks) predicted data using INSNNGP model
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Figure 5.12: L2 (Blocks) predicted data using SNNGP model

Figure 5.13: Differences between real and predicted data in blocks using IN-
SNNGP model

Figure 5.14: Differences between real and predicted data in blocks using SNNGP
model
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Figure 5.15: Uncertainties in data using INSNNGP model

Figure 5.16: Uncertainties in data using SNNGP model

Figure 5.9 exemplifies boxplots of the posterior samples of the covariance

parameters by latitude bands. The figure clearly indicates that variation of TCO

levels within a latitude is much lower near the equator than other parts of the

world. The posterior predictive mean surface for INSNNGP model is shown in

Figure 5.8, respectively. The reddish-bluish pattern in this figure matches the

actual L2 real data figure.

Method RMSPE Time (hrs)
SNNGP 6.36 355.68
INSNNGP 5.55 74.69

Table 5.4: Hold-out RMSPE and run-time (wall time) in hours for SNNGP and
INSNNGP models using anisotropic exponential covariance.
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Chapter 6

Conclusions and Future

Directions

In this thesis, we have developed a computationally efficient statistical models

for large nonstationary spatial datasets. We have proposed a new low-cost data-

driven partitioning approach which recursively constructs a binary tree for the

spatial region until all data within each subregion exhibits homogeneous behavior.

Dividing the spatial region into smaller subregions with the same covariance

structure allows for the modeling of nonstationary behavior and can improve some

of the computational demands by fitting models to fewer data. Compared with

those options, our approach is simpler in principle, faster, and more cost-effective.

We used this data-driven partitioning to build sparse global nonstationary covari-

ance matrix to construct nonstationary NNGP models.

For computational reasons, we used Independent Nonstationary Nearest Neigh-

bor Gaussian Process (INSNNGP) to address the large datasets while effectively

capturing the heterogeneous covariance structure. INSNNGP is a fast model that

significantly alleviate the memory and computational cost compared to classical

approaches and yield comparable parameter estimates and prediction. By using

INSNNGP, we address the large datasets while effectively capturing the hetero-
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geneous covariance structure. The assumption of independence across subregions

doesn’t affect the accuracy of the Model. Our approach can be applicable to

many large real-world data including tsunamis, earthquakes and volcano erup-

tions. It can be used to provide early warnings of such events to create effective

response actions to disasters before they occur and impact on the environment

and dramatically reduce their effects on our lives and property.

We have applied our approach to purely spatial data. However, a target for

future research is to apply the approach to computer models and to generalize it

to multivariate and spatial-temporal data. Another possible direction is to study

how the splitting approach behaves for non-rectangle regions. Also, extending

this approach to combining partitions using minimum between the dissimilarities

is of interest.
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Appendix A

Full Conditionals

A.1 Full Conditionals for β

π(β|z ,H, τ 2,y ,θ) ∝ 1
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−1Σ∗βµ
∗
β − µ∗β

TΣ∗β
TΣ∗β

−1Σ∗βµ
∗
β

)}
∝ exp

{
−1

2

(
βTΣ∗β

−1β − µ∗β
Tβ − βTµ∗β + µ∗β

TΣ∗β
TΣ∗β

−1Σ∗βµ
∗
β

)}
= exp

{
−1

2

(
βTΣ∗β

−1β − µ∗β
TΣ∗β

TΣ∗β
−1β − βTΣ∗βΣ

∗
β
−1µ∗β + µ∗β

TΣ∗β
TΣ∗β

−1Σ∗βµ
∗
β

)}
= exp

{
−1

2

(
βTΣ∗β

−1 − µ∗β
TΣ∗β

TΣ∗β
−1
)(
β −Σ∗βµ

∗
β

)}
= exp

{
−1

2

(
βT − µ∗β

TΣ∗β
T
)
Σ∗β
−1
(
β −Σ∗βµ

∗
β

)}
∝ 1

|Σ∗β|
1
2 (2π)

n
2

exp

{
−1

2
(β −Σ∗βµ

∗
β)TΣ∗β

−1(β −Σ∗βµ
∗
β)

}
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where Σ∗β = (Σ−1β + HT∆−1n H)−1 and µ∗β = Σ−1β µβ + HT∆−1n (z − y)

So, the full conditional distribution for β is N (Σ∗βµ
∗
β,Σ

∗
β)

A.2 Full Conditionals for τ 2

π(τ 2j |z ∗j,h∗j,β,y ,θ) ∝ 1

(τ 2j )aτj+1 exp

{
−
bτj
τ 2j

}
× 1

|τ 2j |
1
2 (2π)

n
2

exp

{
−1

2
(z ∗j − [h∗jβ + y ])T∆−1j (z ∗j − [h∗jβ + y ])

}
=

1

(τ 2j )aτj+
n
2
+1

exp

{
−
bτj
τ 2j
−
(1

2
(z ∗j − h∗jβ − y)T

1

τ 2j
(z ∗j − h∗jβ − y)

)}
∝ 1

(τ 2j )aτj+
n
2

exp

{
− 1

τ 2j

(
bτj +

1

2
(z ∗j − h∗jβ − y)T (z ∗j − h∗jβ − y)

)}

So, the full conditional distribution for τ 2 is IG(aτj + n
2
, bτj + 1

2
(z ∗j − h∗jβ −

y)T (z ∗j − h∗jβ − y))
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A.3 Full Conditionals for y

π(y |.) ∝ exp

{
−1

2
(Ry)TΛ−1(Ry)

}
× exp

{
−1

2

(
(z T − βTHT − yT )∆−1n (z −Hβ − y)

)}
∝ exp

{
−1

2
(yT )C̃

−1
(y)

}
× exp

{
−1

2

(
− yT∆−1n z + yT∆−1n Hβ − z ′∆−1n y + βTHT∆−1n y

)}
× exp

{
−1

2
(y ′∆−1n y)

}
∝ exp

{
−1

2
(yT )[∆−1n + C̃

−1
](y)

}
× exp

{
−1

2

(
(−yT [∆n

−1z −∆−1n Hβ]− [z ′∆−1n − βTHT∆−1n ]y)
)}

∝ exp

{
−1

2
(yT [∆n

−1 + C̃
−1

]y)

}
× exp

{
−1

2

(
− yT [∆−1n (z −Hβ)]− [z T∆−1n − βTHT∆n

−1]y
)}

∝ exp

{
−1

2
(yT [∆−1n + C̃

−1
]y)

}
× exp

{
−1

2

(
− yT [∆−1n (z −Hβ)]− [z T∆−1n − βTHT∆n

−1]y
)}

= exp

{
−1

2

(
yT − µ∗y

TΣ∗y
T
)
Σ∗y
−1
(
y −Σ∗yµ

∗
y

)}
∝ 1

|Σ∗y|
1
2 (2π)

n
2

exp

{
−1

2
(y −Σ∗yµ

∗
y)
TΣ∗y

−1(y −Σ∗yµ
∗
y)

}

Using same tricks as in deriving full conditionals for β, we get the full conditional

distribution for y is N (Σ∗yµ
∗
y,Σ

∗
y), where Σ∗y =

{
∆−1n + C̃

−1}−1
and µ∗y =

∆−1n (z −Hβ).
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A.4 Updating θ using Metropolis Hastings

Given the current value θ, propose a candidate θ∗ = θ + x1, x1 ∼ LN (logθ, γ2),

having fixed variance γ2. For the proposal, π(θ) × N (y |0, C̃ ), where π(θ) ∼

IG(a2, b2)

log(π(θ|.)) = −1

2
log|C̃ |−1

2

{
(y)T{C̃}−1(y)

}
− log

(
b2
θ

)
− (a2 + 1)(log θ)

Let α = log(π(θ∗|.))
log(π(θ|.))

. If logα ≥ 0 then set θ = θ∗. Else if logα ≤ 0 then sample u

from U(0, 1). If u ≤ α (or log u ≤ logα) then θ = θ∗, otherwise, θ = the current

value.

A.5 Full Conditionals for z (s0)

Let s0 be a new location where we intend to predict z (s0).

Case I: s0 ∈ S

If s0 ∈ S, then we get samples of z (s0)|z from N (h(s0)
Tβ − y(s0),∆n)

Case II: s0 6∈ S

If s0 6∈ S, then we get samples of y(s0) from its full conditionals

π(y(s0)|.) ∝ exp

{
−1

2

(
(y(s0)−Rs0yN(s0)

)TΛ−1s0
(y(s0)−Rs0yN(s0)

)
)}

× exp

{
−1

2

(
(z (s0)− h(s0)β − y(s0))

T∆−1n (z (s0)− h(s0)β − y(s0)
)}

In the same way as in β, we get the full conditional distribution for y(s0) is

N (Vs0µs0 ,Vs0), where µs0 = ∆−1n (z (s0)−h(s0)
Tβ)+Λ−1s0

Rs0yN(s0)
and Vs0 =

(∆−1n + Λ−1s0
)−1, then we get samples of z (s0)|z from N (h(s0)

Tβ + y(s0),∆n)
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